
Disclosure-Proof Correlated Equilibria

Scott Saas∗

University of Arizona

June 13, 2025

Abstract

This paper explores which correlated equilibrium outcomes are robust to play-

ers having the option to publicly and verifiably disclose their private information

before playing the game. I focus on outcomes that are disclosure-proof : those that

can be induced such that no player is incentivized to disclose their signal. Since

signals in this environment do not carry payoff-relevant information, disclosing

only limits the ability to coordinate agents off-path. I show that an outcome is

disclosure-proof if and only if it satisfies obedience and certain interim participa-

tion constraints. Each player must expect to earn more after observing any of

their signals than they would in the worst correlated equilibria outcome where

they play independently of the other players. For two-player games, this is equiv-

alent to the payoff of their worst Nash outcome. If disclosure-proofness restricts

the set of feasible outcomes, then so does the possibility of active disclosure.
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1 Introduction

For a given game, what distributions over outcomes could one feasibly induce? Focusing

only on Nash equilibria means the strategies of each player must be played indepen-

dently. If one wants correlated distributions, this can be done by introducing private

information. This is the concept behind correlated equilibria, as introduced in Aumann

(1974). By using various types of coordination devices, such as a mediator, it is possible

to sustain outcomes as Nash equilibria that would not be possible under independent

randomization. This is done by creating arbitrary private information that players con-

dition their choices on. Each player observes a private signal from some information

structure telling them which action to take. To see if an outcome can be sustained, one

only needs to verify that all players will want to follow their action recommendation.

This idea has been used in other fields to address problems such as directing network

traffic (Ning and Du (2023), Xiao et al. (2018)) and water resource management (Eyni

et al. (2021)).

That setup assumes that once players receive their private signal, it stays private

until actions are chosen. Often, however, players can communicate with one another be-

forehand. Further, the information they receive may be hard information. For example,

suppose the coordination device consisted of a mediator sending a physical document

to each player. A player could look at the contents of the document and post it online

or leak it to the press. This gives players the ability to strategically undermine the

intended correlation. Even though the reveal does not bind a player to a given action,

it affects the other players’ beliefs about what information was distributed, which limits

the set of playable outcomes. Since the disclosing player’s information is now common

knowledge, there is no information for them to condition their strategy on, and their

(potentially mixed) choice will be known in equilibrium. Thus, when a player discloses

their signal, their action must now be independent of the other players’ actions. This

required independence restricts the set of outcomes that can be induced, which may be

to the disclosing player’s benefit.

In this paper, I explore how allowing players to disclose their private signals before

play alters the set of outcomes that can be induced. After receiving a private signal

from some exogenous information structure, each player simultaneously decides to ei-

ther publicly disclose their exact signal or keep it private. After all players observe

signal revelations, they play the base game as normal. I primarily focus on what I call

disclosure-proof outcomes: an outcome that can be induced as a sequential equilibrium
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of the extended disclosure game where no player discloses any signal they receive.

There are several reasons this set of outcomes would be of interest. First, in envi-

ronments where information leakage is a serious concern, inducing outcomes that dis-

courage communication is useful. A number of both theoretical and empirical papers

suggest that organizations may find strategic value in limiting communication between

agents.1 By limiting public disclosure, one can implement their outcome while avoid-

ing any unnecessary public attention. Second, I show that the information structure

needed to implement these outcomes is relatively simple: give each player an action rec-

ommendation they should play, as well as the contingent action should another player

else disclose. If one chooses actions that require disclosure with positive probability,

it would require recommending disclosure to agents, instead of simply asking them to

never disclose. Finally, I show that for the extreme points of the correlated equilibrium

set, disclosure-proofness is without loss. Thus, if disclosure-proofness restricts the set of

feasible outcomes, then so does active disclosure. Allowing the possibility of disclosure

can never fully restore the correlated equilibrium outcome set. This also implies that

from the perspective of a designer trying to induce certain outcomes, it is sufficient to

check if their optimal outcome is disclosure-proof to see if disclosure will affect their

optimal payoff.

I show that any disclosure-proof outcome can be induced with an information struc-

ture that consists of direct contingent action recommendations — each player’s signal

tells them how to behave should any player choose to deviate from the equilibrium and

reveal their signal. This result is weaker than the traditional revelation principle for

correlated equilibria, where only direct action recommendations are required, though

for games of two players this is not needed. This more complicated structure allows for

a larger class of off-path punishments to be used and expands the set of viable outcomes.

Further, any disclosure-proof outcome can be sustained in an equilibrium where a given

player’s punishment is identical regardless of the signal that is shared. The worst punish-

ment for deviation is the lowest payoff a player can achieve in any correlated equilibrium

where the player only receives one signal.

I use this principle to establish the main result of the paper in Theorem 1 — an

outcome is disclosure-proof if and only if it satisfies the obedience and certain interim

participation constraints. An outcome will survive if there is a feasible punishment that

is worse than the player’s expected payoff conditional on having received a given signal.

1See Baccara and Razin (2007), Ebert et al. (2024), Rajan and Zingales (2001), Zábojńık (2002),
Dufresne and Offstein (2008), and Hannah (2007).
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Specifically, this punishment will be the payoff from the worst off-path punishment

described above. For two-player games, the payoff will be each player’s lowest payoff

from any Nash equilibrium of the game. This set of outcomes is easier to work with

since the set is a convex polytope bounded by linear inequalities. This makes this

an attractive solution concept for finding optimal correlated equilibria robust to signal

communication.

I use this equivalence to establish several results about the set of disclosure-proof

outcomes. First, I show that all correlated equilibria of two-person binary action games

are disclosure-proof. This does not always hold for larger games - I show that it is possible

for outcomes on the Pareto frontier of the correlated equilibrium set to not survive. In

fact, it is possible for a correlated equilibria outcome whose payoffs strictly dominate

all Nash outcomes to not be disclosure-proof. I also demonstrate that some outcome

distributions are viable only if disclosure occurs with positive probability; thus, it is not

without loss to focus on disclosure-proof outcomes. However, I give some conditions

on games and outcomes for which it is sufficient to look only at disclosure-proofness. I

conclude with several extensions.

1.1 An Example

L C R A
T 0, 0 3, 6 6, 3 4, 4
M 6, 3 0, 0 3, 6 4, 4
B 3, 6 6, 3 0, 0 4, 4
A 4, 4 4, 4 4, 4 6, 6

Figure 1

I give an example to demonstrate how disclosure becomes a method for players to

eliminate correlation, which can restrict the set of implementable outcomes. Consider

the game from Taneva and Wiseman (2024) whose payoffs are described in Figure 1.

Say that the row player is Player 1 and the column player is Player 2. This game has

a unique Nash equilibrium of (A,A), where both players earn a payoff of 6. Suppose

now we introduce a mediator who can give private signals to each player. The mediator

can commit to the distribution of signals they use. Consider the outcome distribution ω

over action profiles described in Figure 2, which randomizes uniformly over the positive-

payoff profiles in the 3 x 3 submatrix of T,M,B and L,C,R. When the outcome (a1, a2)

is realized from ω, each player is privately informed of their respective signal ai, which
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acts as an action recommendation. This defines a new game with incomplete information

given by the distribution ω. There is a Bayesian Nash Equilibrium of this new game

where both players play ai when they are given the signal ai. For example, when Player 1

is told to play M , if they expect Player 2 to follow their recommendations, they believe

Player 2 will play L and R with equal probability. If Player 1 chooses M , they will

expect to earn 4.5; choosing T , B, and A yields a payoff of 3, 1.5, and 4, respectively.

The incentive to follow the other action recommendations is similar. Thus, ω can be

induced as a correlated equilibrium outcome of the game.

L C R A
T 0 1/6 1/6 0
M 1/6 0 1/6 0
B 1/6 1/6 0 0
A 0 0 0 0

ω

L C R A
M 1/2 0 1/2 0

ω|M

Figure 2

However, suppose that Player 1 can credibly reveal their signal to Player 2 before

they play the game. If Player 1 discloses signal M , then it becomes common knowledge

that the signal distribution is given by ω|M . It is no longer possible to induce the original

outcome distribution ω since Player 1’s action must now be independent of Player 2’s.

I show in Proposition 2 that only the Nash outcome (A,A) can be induced with ω|M .

Since Player 1 earns a payoff of 6 in the Nash outcome compared to the 4.5 from keeping

the signal private, they will always disclose their signal, destroying the possibility of

inducing ω. Lemma 2 shows that changing the information structure cannot circumvent

this issue. In fact, the only disclosure-proof correlated equilibrium of this game is the

Nash outcome (A,A). There are no other correlated equilibria of the game where both

players expect to earn more than 6 for all action recommendations.

2 Related Literature

This paper relates to the literature on strategic communication in mediated environ-

ments, like the information design literature. Taneva and Wiseman (2024) and Arcuri

(2021) study strategic ignorance in information design — agents can credibly ignore the

messages sent by the designer. Kapon (2025) examines self-reporting in cartels where

firms can report their types to an outside mediator. Bloch and Dutta (2009) and Heller
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(2010) allow for coalition deviations of types to occur. This paper is most similar to

Taneva and Wiseman (2024) and Arcuri (2021) in that the credibility of deviations al-

lows us to focus on the existence of equilibria that implement outcomes, rather than

requiring all equilibria to implement a given outcome. The main difference between the

strategic ignorance literature and this paper is that here deviations occur at the interim

level rather than ex-ante. Because of this, any outcome that can be implemented un-

der strategic ignorance can be implemented under signal disclosure. To my knowledge,

this is the first paper to examine implementable outcomes under information structures

where messages must be hard information.

This paper also adds to the literature on refinements and generalizations of the

correlated equilibrium concept started by Aumann (1974) and Aumann (1987). Moulin

et al. (2014) and Grant and Stauber (2022) consider coarse correlated equilibria where

the obedience constraint is imposed ex-ante. Ozdogan and Saglam (2021) introduces

costs for disobeying action recommendations. Both approaches expand the original set of

implementable outcomes. I join papers like Dhillon and Mertens (1996), Bloch and Dutta

(2009), and Heller (2010) that instead impose restrictions that limit the set of outcomes.

Similar to Dhillon and Mertens (1996), who require that outcomes be sustained by

a perfect equilibrium, I show that some correlated equilibrium outcomes may still be

implementable under signal disclosure, but not with simple action recommendations.

Additional correlation is required in this setup to sustain all feasible outcomes.

Finally, this paper contributes to the literature on verifiable disclosure led by papers

like Milgrom (1981), Grossman (1981), and Dye (1985). Hagenbach et al. (2014) also

studies simultaneous public disclosure and conditions under which full unraveling occurs.

Forges and Koessler (2005) examines communication equilibria of Bayesian games for

partially verifiable reports. My focus is on preventing unraveling and asking instead

when there is an incentive for private information to remain private. Also, since types

in this model are not payoff-relevant, disclosure is beneficial solely through reducing the

ability to correlate behavior.

3 The Disclosure Game and Interim Participation

Constraints

In this section, I will introduce the framework of the signal disclosure game. I will

then discuss how this is related to imposing an interim participation constraint in the
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correlated equilibrium framework.

3.1 The Model

Suppose that there are N ≥ 2 players indexed by i ∈ I = {1, ..., N}. Each player

will simultaneously choose an action ai from a finite action set Ai. Each player has a

utility function ui : A → R over action profiles A =×N

i=1
Ai. This defines a base game

G = (I, A, {ui}i∈I).
Before selecting their actions, each player observes a signal from some fixed informa-

tion structure I = (T, ω). This structure may be implemented by a mediator or some

other third-party system. The set T =×N

i=1
Ti represents the set of all possible signal

profiles, where Ti are the signals player i can receive. The signal profile t is generated

from the distribution ω ∈ ∆T , and the ith component ti is privately revealed to Player

i.

The signal disclosure game Gdis(I) = (G, I) is as follows:

(i) After privately observing ti, each player simultaneously chooses whether or not to

disclose their signal. If Player i chooses to disclose, all players publicly observe ti;

otherwise, they observe ∅, the decision not to disclose.

(ii) After all players observe disclosure decisions, the players simultaneously play G.

(iii) Each player’s payoffs are realized.

I will focus on the sequential equilibria ofGdis. For a given finite complete information

game G and information structure I = (T, ω), define player i’s strategy to be a pair

(di, ϕi), where

(i) Player i’s disclosure rule is a function di : Ti → ∆(Ti∪{∅}), where di(ti) ∈ ∆{ti, ∅},
and

(ii) Player i’s decision rule is a function ϕi : Ti×D → ∆(Ai) whereD :=×N

i=1
(Ti∪{∅})

is the set of possible disclosure outcomes.

Any player can use ∅ as a choice that corresponds to not revealing their signal. A

strategy profile (d, ϕ) induces an outcome distribution σ ∈ ∆(A), where the probability

that action profile a ∈ A is played is
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σ(a) :=
∑
t∈T

∑
δ∈D

ω(t)d(t)ϕ(δ)(a).

Say that σ is a disclosure game correlated equilibrium outcome of G (or σ ∈ DGCE(G))

if there exists some information structure (T, ω) such that a sequential equilibrium of the

disclosure game Gdis(I) induces σ. Say that σ is a disclosure-proof correlated equilibrium

outcome of G (or σ ∈ DPCE(G)) if σ ∈ DGCE(G) and in the corresponding equilibria

di(ti) = ∅ with probability one for all i ∈ I and ti ∈ Ti (call this disclosure rule d∅).

Any equilibrium outcome of the disclosure game belongs to DGCE(G), while those in

DPCE(G) must be an outcome where all players choose to keep their signals private.

This paper primarily focuses on the outcomes in DPCE(G).

It is important to note that if messages were instead soft information, the set of

feasible outcomes would trivially be CE(G). This is because any correlated equilibrium

outcome could be implemented normally with the communication round consisting of

babbling. Thus, verifiable messages are necessary for the set of outcomes to be restricted.

3.2 Feasible Equilibria

For an outcome to be implementable without disclosure, the player’s interim expected

payoff must be above what they would achieve by unilaterally disclosing their signal. In

any sequential equilibrium, this payoff must be obtainable from the given information

structure updated to reflect that the signal revealed is common knowledge.

To illustrate this idea, define I|d as the information structure I = (T, ω) conditional

on a given disclosure outcome d ∈ D. If a player discloses their signal, it becomes

common knowledge, and players adjust their information. Specifically, one can write

this conditional information structure as I|d = (T, ω|d), where

ω|d(t) =

0 if ∃j ∈ I s.t. dj ̸∈ {∅, tj}
ω(t)∑

t′∈T̃ (d) ω(t
′)

otherwise

and T̃ (d) := {t ∈ T : dj ∈ {∅, tj}}. The set T̃ (d) contains all signal profiles that are

consistent with the information revealed in disclosure outcome d. The distribution ω|d
reflects updated information about the signal profile. If a signal profile t is not consistent

with the information disclosed (that is, a player disclosed a signal that is not ti), it must

be assigned probability zero. The new probability of each profile is adjusted to reflect

this new information.
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Let BNE(I, G) be the set of outcomes that can be induced by a Bayesian Nash

equilibrium of game G with information structure I. Abusing notation, call d∅ ∈ D the

no disclosure outcome - this is the disclosure outcome where no player discloses a signal,

so that d∅ = (∅, ∅, ..., ∅).
The following result characterizes the equilibrium outcomes that can be induced in

the disclosure game without disclosure for a fixed information structure.

Lemma 1. Fix a game G and an information structure I = (T, ω). An outcome σ ∈ ∆A

is induced by a sequential equilibrium of Gdis(I) with no disclosure (i.e. with disclosure

rule d = d∅) if and only if there exist decision rules ϕi where

(i) The pair (d∅, ϕ) induces σ,

(ii) for all possible disclosure outcomes d ∈ D, if σd is the outcome induced by ϕ(d),

then σd ∈ BNE(I|d,G), and

(iii) all players prefer not to disclose their signal; that is,∑
t∈T

∑
a−i∈A−i

ω(t|ti)ϕ−i(t−i, d∅)(a−i)ui(ϕi(ti, d∅), a−i) ≥
∑
a∈A

σd(a)ui(a)

for all d ∈ {d′ ∈ D : d′j = ∅ ∀j ̸= i} where all players other than i do not disclose.

The proof of Lemma 1 is in Appendix C, as well as all other proofs not included in

the main text.

Lemma 1 says that for a given I, we can induce an outcome σ if we can find decision

rules ϕ that satisfy the above conditions. Condition 1 simply states that the decision

rules must induce σ on-path, and condition 3 says that all players must prefer their ex-

pected on-path behavior over the off-path outcome when they unilaterally disclose their

signal. Condition 2 gives the set of feasible off-path outcomes. Sequential rationality

requires that all players choose an optimal strategy given their new beliefs about oth-

ers’ behaviors. Consistency requires that the player’s beliefs about the signal structure

be represented by I|d, the original structure updated to reflect disclosed information.

If Player i reveals their signal ti, each player must believe that i’s signal is ti with

probability one.

For the players who do not disclose their signal, their beliefs about the other’s signals

could change depending on which signal is disclosed. As an example, consider the three-

person information structure in Figure 3, where all players receive two signals. If the
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matrix player receives ℓ and discloses that signal, it becomes common knowledge that

the row player has T and the column player has R. With this information, only Nash

equilibria could be induced, as everyone’s actions must be independent. If the matrix

player discloses r, however, there is still non-trivial correlation between the row and

column players. While all the Nash outcomes can still be induced, depending on the

underlying game, other correlated outcomes may be sustainable. This means that the

matrix player could receive a worse punishment for revealing r over ℓ.

This demonstrates that some information structures might allow for the punishment

to depend on what signal Player i discloses, like normal direct action structures. How-

ever, given a specific type of information structure, it is possible to induce a larger set

of off-path outcomes that do not depend on which signal ti Player i reveals.

L R
T 0 1/2
B 0 0

ℓ

L R
T 1/12 1/6
B 1/6 1/12

r

Figure 3

Any disclosure-proof outcome can be sustained through direct contingent action rec-

ommendations, similar to those seen in Taneva and Wiseman (2024). The idea is that

the mediator gives each player a menu of action recommendations that direct them on

how to behave when any player reveals their signal. The behavior specified in each of

these contingencies can be made independent of each other — a player’s action recom-

mendation when i reveals tells them nothing about what others will do when j reveals,

for example. Normally, one would need to specify behavior for all possible signal rev-

elations. However, for disclosure-proofness, I show below that it is sufficient to specify

behavior only for unilateral deviations of each player, regardless of the signal they reveal.

Fix some outcome σ ∈ ∆A, and outcomes σi ∈ ∆A that are played when Player

i discloses their signal. Say that I∗ = (T , σ∗) is a contingent information structure if

T = AN+1 and

σ∗(a) = σ(a01, ..., a
0
N)

N∏
j=1

σi(a
j
1, ..., a

j
N)

for all a ∈ T .

The structure I∗ specifies what each player does in the case a certain player discloses

their signal, including what to play when no disclosure occurs (d = d∅). Player i will
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play a0i on-path, and should Player j disclose their signal, regardless of what that signal

is, i will instead play aji . As the result below shows, this is enough to achieve the worst

punishments possible.2

For each player i, say that an outcome σ ∈ CEi(G) if there is some information

structure I = (T, ω) such that σ ∈ BNE(I, G) and |Ti| = 1. That is, the set CEi(G)

includes any outcomes that can be induced if an information structure can correlate all

players’ strategies except for i. Any off-path outcome when Player i discloses must be in

this set — sequential rationality requires everyone to be playing a best response to their

beliefs, and everyone knows exactly the signal that Player i has. The next lemma shows

that with direct contingent action structures, an outcome being in CEi(G) is sufficient

to be a feasible off-path punishment.

Lemma 2. Let σ ∈ DPCE(G). Then there is a direct contingent action structure

I∗ such that σ can be induced as a sequential equilibrium of Gdis(I) with no disclosure.

Further, the equilibrium can be chosen such that the off-path outcome σ∗
i when i discloses

is

σ∗
i := argmin

ν∈CEi(G)

∑
a∈A

ui(a)ν(a)

regardless of the signal ti disclosed.

The proof relies on the idea that each contingent action recommendation can be

drawn independently of actions in other contingencies. Even when Player i discloses a

signal in an attempt to destroy the on-path correlation, each player will instead follow a

different action recommendation. Player i cannot affect this off-path correlation because

it is common knowledge that in this contingency, they have a unique signal. This also

means that one can induce arbitrary correlation of actions among every player except

Player i.

Lemma 2 also shows that the other players can punish Player i for disclosing with

their worst outcome achievable with this restricted correlation independent of the dis-

closed signal. Because of this, the complexity of the problem is now reduced to an

easier question: in which correlated outcomes do all players achieve higher payoffs fol-

lowing any of their action recommendations than the worst they could achieve playing

independently of the other players?

2Note that aii will be the same for all signals given to Player i with positive probability. That is, Player
i will use the same strategy whenever they deviate and disclose their signal, regardless of what that
signal is. It is not important that aii be the action i would choose off-path; indeed, this cannot happen
if i plays a mixed strategy after disclosure. The unique signal only guarantees that i’s action will be
independent of all other players’ choices.
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3.3 Interim Individual Rationality

Consider an alternate setup where each player, after observing their signal, can choose

not to play the game and instead take some outside option vi. Fix a game and informa-

tion structure (G, I) and payoff vector v = (v1, ..., vN). Say that ω ∈ ∆(A) is interim

individually rational for v and (G, I) if there exist strategies ψi : Ti → Ai that induce σ

where the following conditions hold:3

(i) Obedience Constraints: for every player i ∈ I and signal ti ∈ Ti,

∑
t−i∈T−i

ω(ti, t−i)ui(ψi(ti), ψ−i(t−i)) ≥
∑

t−i∈T−i

ω(ti, t−i)ui(a
′
i, ψ−i(t−i))

for each a′i ∈ Ai.

(ii) Individual Rationality/ Participation Constraints: for every player i ∈ I

and signal ti ∈ Ti,

∑
t−i∈T−i

ω(ti, t−i)∑
t−i∈T−i

ω(ti, t−i)
ui(ψi(ti), ψ−i(t−i)) ≥ vi.

Condition 1 of this definition requires that ψ forms a BNE of game G given the

information structure I — no player has an incentive to change their strategies given

the strategies of the other players. This is the same as the obedience constraints required

in the definition of correlated equilibria. Condition 2 requires that each player prefer to

continue playing G after observing their signal rather than take the payoff vi. This is

a participation constraint on the game — once all players have observed their private

information, they must expect to gain more from continuing the game than taking the

outside option. Say that σ is an interim individually rational correlated equilibrium for

G and v (or σ ∈ IIRCE(G, v)) if there is some information structure I where σ is

interim individually rational for v and (G, I). To get σ, one must find a structure I to

induce σ where the participation constraints are satisfied.

3Normally the codomain of ϕ would be ∆Ai. However, it is without loss to focus only on pure
strategies for each player. If there is a structure where Player i mixes after observing ti, con-
sider an alternative information structure I ′ = (T ′, ω′) such that T ′

i = T\{ti} ∪ {ti(ai)}ai∈Ai
and

ω′(ti(ai), t−i) = ω(ti, t−i)ϕi(ti)(a). In effect, the information structure does the mixing for the player.
Since the obedience constraints were satisfied before, they continue to hold. Also, since Player i would
only mix between actions if they were indifferent between them, the individual rationality constraints
hold.
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Thankfully, this concept allows one to invoke the revelation principle, which Aumann

(1974) shows holds for correlated equilibria (Forges (1986) also calls this the canonical

form of the correlated equilibria σ). For an outcome σ, define D = (A, σ) to be the

corresponding direct information structure. In D, each player’s signal is an action rec-

ommendation, and σ is induced by each player following their recommendation.

Proposition 1. Fix a game G, outcome σ, and payoff vector v. If σ is interim individ-

ually rational for v and (G, I), σ is interim individually rational for v and (G,D).

Proof. Let σ be interim individually rational for v and (G, I). For each ai ∈ Ai, define

Ti(ai) := {ti ∈ Ti : ψi(ti) = ai} as all the signals for which i plays ai.

To see that the obedience constraints hold, for each ti ∈ Ti(ai) and a
′
i ∈ Ai,

∑
t−i∈T−i

ω(ti, t−i)ui(ai, ψ−i(t−i)) ≥
∑

t−i∈T−i

ω(ti, t−i)ui(a
′
i, ψ−i(t−i)).

Summing over all ti ∈ Ti(ai) and combining all t−i ∈ T−i(a−i), where the other

players have a fixed action profile,

∑
a−i∈A−i

σ(ai, a−i)ui(ai, a−i) ≥
∑

a−i∈A−i

σ(ai, a−i)ui(a
′
i, a−i).

For all ai, a
′
i ∈ Ai.

Similarly for the participation constraints, for some ai ∈ Ai, we must have that for

all ti ∈ Ti(ai), ∑
t−i∈T−i

ω(ti, t−i)ui(ai, ψ−i(t−i)) ≥ vi
∑

t−i∈T−i

ω(ti, t−i).

Summing over all ti ∈ Ti(ai) and combining all t−i ∈ T−i(a−i), we get that∑
a−i∈A−i

σ(ai, a−i)ui(ai, a−i) ≥ vi
∑

a−i∈A−i

σ(ai, a−i).

Thus, it is sufficient to look at action recommendations when studying the set

IIRCE(G, v). Every action recommendation must satisfy two interim conditions: fol-

lowing the action recommendation must be better than choosing a different action, and

it must be better than opting out of G and claiming the payoff vi. Therefore, like CE(G),

13



one can characterize all the outcomes in IIRCE(G, v) by a system of linear inequalities:

the obedience and participation constraints.

Combining the above result and those from the previous section yields the following:

Theorem 1. Fix some game G. Define v∗ ∈ RI as

v∗i = min
ν∈CEi(G)

∑
a∈A

ui(a)ν(a).

It must be that DPCE(G) = IIRCE(G, v∗).

Proof. Fix some game G, and suppose σ ∈ DPCE(G). By Lemma 1 and 2, there is a

contingent information structure I∗ = (Ti, ω) such that some sequential equilibrium of

Gdis(I∗), (d∅, ϕ) implements σ on path, and σ∗
i off-path when Player i reveals any signal

ti. Define ψi(ti) := ϕi(d∅)(ti). By the requirement that ϕ(d∅) implement an outcome in

BNE(I∗|d∅, G) = BNE(I∗, G), ψi must satisfy the obedience constraints. Part iii) of

Proposition 1 requires that for all ti ∈ Ti,

∑
t−i∈T−i

ω(ti, t−i)∑
t−i∈T−i

ω(ti, t−i)
ui(ϕ−i(t−i, d∅), ϕi(ti)) ≥

∑
a∈A

σ∗
i (a)ui(a) = v∗i

which means that the participation constraint is satisfied and σ ∈ IIRCE(G, v∗).

Suppose σ ∈ IIRCE(G, v∗). So there exists a direct information structure D =

(A, σ) such that the functions ψi(ai) := ai satisfy the obedience and participation con-

straints. Consider the direct contingent structure such that σ∗
i is implemented when i

discloses and σ is implemented when no one discloses. Since σ satisfies the obedience

constraints, σ ∈ BNE(D, G). Also by the definition of CEi(G), σ
∗
i ∈ BNE(D|di, G).

Further, the participation constraint requires that no player would prefer to disclose

and choose the off-path outcome σ∗
i . Therefore, by Lemma 1, there is a sequential

equilibrium of the disclosure game with no disclosure that induces σ, meaning that

σ ∈ DPCE(G).

In short, Lemmas 1 and 2 mean that seeing if σ is disclosure-proof requires only

seeing if σ can be implemented with σ∗
i off-path for all signal realizations. Player i’s

payoff from σ∗
i is thus the relevant outside option. For outcomes in IIRCE(G, v∗), they

can be constructed using the direct contingent action recommendation structure; the

obedience and participation constraints combined with Lemma 1 means that this will

be a disclosure-proof outcome as well.
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This theorem greatly simplifies the problem. Once v∗ is known, all the disclosure-

proof outcomes can be found by considering which correlated equilibrium outcomes have

players earn at least v∗i for all actions played. This means that the set of outcomes will

be a convex polytope characterized by the obedience and participation constraints that

are all linear inequalities.

It is important to emphasize that while direct action structures are sufficient to char-

acterize the outcomes in IIRCE(G, v), a more complicated information structure may

be necessary to induce those outcomes in the disclosure game.4 Direct contingent action

recommendations must be used to sustain some outcomes. An example of where this fails

is in Appendix A, which uses an information structure similar to the example in Figure

3. In the example, one player has an incentive to reveal their action recommendation as

the residual correlation only allows for Nash equilibria to be played off-path. However,

under contingent recommendations, the other players can respond with a more compli-

cated off-path punishment, which discourages said player from revealing. This requires

at least three players. In two-player games, direct action recommendations are sufficient,

since Nash equilibria are the worst punishment possible when a player discloses.

Proposition 2. For any two-person game G and information structure I, it must be

that BNE(I|d,G) = CEi(G) = NE(G) for any disclosure outcome d ̸= d∅.

When one of the two players discloses their signal, it eliminates any possible residual

correlation that could be used as a punishment threat. The other player must best

respond to the unique strategy the sharing player plays, regardless of their private signal.

The outcome of any equilibrium can be achieved in another equilibrium where the non-

sharing player ignores their signal and plays a unique strategy, meaning that the outcome

must be a Nash equilibrium outcome. Therefore, there is no need to create extra signals

for off-path behavior because it does not expand the set of punishments available. This,

combined with Theorem 1, gives a clean interpretation for two-player disclosure-proof

correlated equilibria:

Corollary 1. Fix some two-player game G. If v is the payoff vector containing each

player’s lowest Nash equilibrium payoff, then DPCE(G) = IIRCE(G, v).

4See Morris et al. (2024) for another example of selecting outcomes via linear programming without
immediately identifying the necessary information structure.
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4 Properties of Disclosure-Proofness

The connection between disclosure-proofness and the interim participation constraint

makes establishing other results about DPCE(G) possible. Once one can calculate v∗,

the set of outcomes is defined by a set of inequalities — the participation constraints

and the inequalities that define CE(G). Note that this also implies that for any v,

IIRCE(G, v) is convex.

This first result puts bounds on DGCE(G) and DPCE(G). Let NE(G) be the set

of all Nash equilibrium outcomes of the game G and conv(NE(G)) be the convex hull

of NE(G).

Proposition 3. Fix some game G. Then

conv (NE(G)) ⊆ DPCE(G) ⊆ DGCE(G) ⊆ CE(G).

There exist two-person games where these bounds are achieved with equality.

Proof. The second subset relation follows from the definition ofDPCE(G) andDGCE(G).

To see the third subset relation, note that for any disclosure choice vector d, the resulting

outcome is a BNE for I conditioned on d, which belongs to CE(G). Thus, the induced

outcome is a convex combination of correlated equilibrium outcomes, which must also

be a correlated equilibrium outcome by the convexity of CE(G).

For the first subset relation, note that for all σ ∈ NE(G), σ ∈ IIRCE(G, v∗)

because σ ∈ CEi(G) for all i. By the convexity of IIRCE(G, v∗) and Proposition 1,

conv (NE(G)) ⊆ IIRCE(G, v∗) ⊆ DPCE(G).

The set conv(NE(G)) characterizes all outcomes that can be induced by public

randomization devices, which are trivially disclosure-proof. To show that the bounds

can be equal, note that the class of binary action two-player games is robust to the

ability to disclose signals.

Proposition 4. Let G be a two-person binary action game. Then DPCE(G) = CE(G).

The proof relies on the results shown in Calvó-Armengol (2003) characterizing corre-

lated equilibrium outcomes for all two-person binary action games. It is then sufficient

to show that all the correlated equilibrium outcomes survive the participation constraint

defined by each player’s worst Nash equilibrium outcome.

The example in Figure 4 shows why the lowest bound of Proposition 3 can be achieved

with equality. This game is similar to the example from the introduction with adjusted
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E F G H
A 0, 0 5, 10 10, 5 5.2, 5.2
B 10, 5 0, 0 5, 10 5.2, 5.2
C 4, 10 7, 5 0, 0 5.2, 5.2
D 5.2, 5.2 5.2, 5.2 5.2, 5.2 6, 6

Figure 4

S1 S2 S3 S4 S5

T1 0, 0 3, 6 6, 3 4, 4 4, 4
T2 6, 3 0, 0 3, 6 4, 4 4, 4
T3 3, 6 6, 3 0, 0 4, 4 4, 4
T4 4, 4 4, 4 4, 4 6, 6 4, 4
T5 4, 4 4, 4 4, 4 4, 4 8, 8

S1 S2 S3 S4 S5

T1 0 1/6 1/6 0 0
T2 1/6 0 1/6 0 0
T3 1/6 1/6 0 0 0
T4 0 0 0 0 0
T5 0 0 0 0 0

Figure 5

payoffs. The unique Nash equilibrium is (D,H), yielding each player a payoff of 6. There

is a correlated equilibrium ω with distribution from Figure 2 that puts equal positive

probability on the non-zero outcomes. However, this outcome is not disclosure-proof.

When Player 1 receives the signal C, their expected payoff is 5.5, meaning Player 1

would prefer to reveal their signal. The only disclosure-proof correlated equilibrium of

this game is the Nash outcome.

This game also shows that there may be correlated equilibrium outcomes on the

Pareto-frontier of CE(G) that are not disclosure-proof. The above outcome yields an

expected payoff vector of (41/6, 15/2), which Pareto-dominates the Nash outcome of

(6, 6), yet it is not disclosure-proof. If the participation constraint was ex-ante instead

of interim (as it would be in the world of strategic ignorance), this would be impossible:

any correlated equilibrium outcomes that Pareto-dominate a Nash equilibrium would

have to survive.

Most of this paper has focused only on disclosure-proof outcomes, not those in
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DGCE(G) that can be induced by any equilibrium of a disclosure game. In general, it is

not without loss to focus on outcomes where no player shares any signal, even with only

two players. Consider the game in Figure 5. There are three Nash equilibria: two pure

strategy equilibria in (T4, S4) and (T5, S5); and one mixed strategy equilibrium where

Player 1 (Player 2) plays T4 (S4) with probability 2/3 and T5 (S5) with probability 1/3.

The mixed Nash outcome yields the worst payoff for both players of 16/3.

No outcome in DPCE(G) has either player using their first three strategies with

positive probability. By Propositions 1 and 2, it is without loss to focus only on outcomes

achievable by direct action recommendations that guarantee each player more than they

can get in their worst Nash equilibrium. Thus, either player will follow a recommendation

to play one of their first three actions only if they expect to get above 16/3, the worst

punishment possible if a player reveals their signal. There are no correlated equilibrium

outcomes that put positive weight on any of the first three strategies that satisfy this

condition.

However, allowing for equilibria with disclosure does allow those strategies to be

used. Consider the direct information structure in Figure 5. For both players, there is

an equilibrium as follows. If both players do not disclose their signal, each player will

follow their action recommendation for an expected payoff of 4.5. If exactly one player

discloses their signal, they will play the Nash outcome (T5, S5) for a payoff of 8 regardless

of which player discloses or the signal shared. If both players share their signal, they

will play the Nash outcome (T4, S4) for a payoff of 6, again independent of the signal

realization. Both players will be indifferent between disclosing and not disclosing if they

share with probability 7/11. This means that there is probability (1−7/11)2 that neither

player discloses and both will play one of their first three strategies, which would not be

possible if both disclosed with probability zero.

Despite this, the disclosure-proof set still has relevance even if one is not trying to

avoid signal disclosure. First, the extreme points of the correlated equilibrium set can

only be implemented under signal disclosure if they can be implemented in an equilibrium

without disclosure.

Proposition 5. Fix some game G, and let σ ∈ CE(G) be an extreme point of CE(G).

If σ ∈ DGCE(G), then σ ∈ DPCE(G).

The key idea behind the proof is that any outcome in DGCE(G) but not DPCE(G)

requires players to mix over their disclosure choices. This means that the induced out-

come is a convex combination of distinct outcome distributions, which is not possible
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for the extreme points. This implies that if not all outcomes are disclosure-proof, then

some outcomes cannot be induced in the disclosure environment at all.

In the context where signals are given out by a designer with preferences over out-

comes, the extreme points of the set will be the only relevant outcomes for (most)

designers. Proposition 5 thus says that if one wants to see if disclosure will hurt a de-

signer, it is without loss to focus on disclosure-proof outcomes. Though allowing for

outcomes in DGCE(G) could improve the designer’s payoff, it will never fully restore

the optimal payoff.

We can also show that for a certain class of games, the sets are equal. Notice that the

example from Figure 5 requires that each player has multiple Nash payoffs that can be

used for deviation punishments. This way, a player can be indifferent between disclosing

and not disclosing. If there is only one Nash payoff, then it is without loss to focus only

on disclosure-proof outcomes:

Proposition 6. Fix a two-player game G with a unique Nash equilibrium payoff profile.

Then DPCE(G) = DGCE(G).

Proof. By Proposition 3, DPCE(G) ⊆ DGCE(G). Suppose G has a unique Nash equi-

librium payoff profile (v1, v2), and let σ ∈ DGCE(G). Then there is some information

structure I and (d, ϕ) that is a sequential equilibrium of Gdis(I) that induces σ.
For d ̸= d∅, note that by Proposition 2, the outcome distribution ϕ(d) induced when

disclosure outcome d is realized must be a Nash equilibrium of G, and thus inDPCE(G).

For ϕ(d∅), the following must be true:

(i) For all ti ∈ Ti, di(ti)(∅) > 0 (so i does not disclose ti with some positive probability)

only if∑
t−i∈T−i

ω(ti, t−i) [d−i(t−i)(∅)ui(ϕi(d∅), ϕ−i(d∅)) + (1− d−i(t−i)(∅))vi] ≥
∑

t−i∈T−i

ω(ti, t−i)vi.

This implies that
∑

t−i∈T−i
ω(ti, t−i)ui(ϕi(d∅), ϕ−i(d∅)) ≥

∑
t−i∈T−i

ω(ti, t−i)vi, sat-

isfying the participation constraints for IIRCE(G, v∗) since vi = v∗i .

(ii) For all ti ∈ Ti, ϕi(d∅) must be a best response — thus ϕ(d∅) ∈ BNE(I|d∅, G), so
ϕ(d∅) satisfies the obedience constraints for IIRCE(G, v∗).

Then it must be that ϕ(d∅) ∈ IIRCE(G, v∗) = DPCE(G). Since σ is induced by
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(d, ϕ), we must have that σ can be written as the following convex combination:

σ =
∑
t∈T

∑
d′∈D

d(t)(d′)ϕ(d′).

Since ϕ(d′) ∈ DPCE(G) for all d′ ∈ D, by the convexity of DPCE(G), σ ∈
DPCE(G). Thus DPCE(G) = DGCE(G).

It is worth noting that this result also implies that the correlated equilibrium from

Figure 4 does not belong to DGCE(G) or DPCE(G). This means that the efficiency

loss from the possibility of disclosure does not come from the focus on disclosure-proof

outcomes. Rather, the outcome does not survive because it is impossible to make the

row player choose D. Since they can always induce the Nash outcome, the row player

will decide to disclose their signal in any equilibrium.

5 Conclusion and Extensions

In this paper, I examine correlated equilibria that are robust to disclosure-proofness; an

outcome will survive if there is a sequential equilibrium of the extended disclosure game

where no player will disclose any signal they receive. Through a revelation principle

where any disclosure-proof outcome can be achieved through direct contingent action

recommendations, I show that all disclosure-proof outcomes can be fully characterized

by any correlated equilibria that survive a specific interim participation constraint. In

two-player games, all players must receive more in expectation for each action than in

their worst Nash equilibrium outcome. This greatly simplifies finding the set of viable

outcomes, as the set of disclosure-proof outcomes is a convex polytope characterized by a

set of linear inequalities. Using this method, I show that all correlated equilibria of two-

person binary action games are disclosure-proof. I show that if the set of disclosure-proof

outcomes is a strict subset of the correlated equilibrium set, then the set of outcomes

that can be induced with active disclosure is as well. I also find that there are outcomes

on the Pareto frontier of the correlated equilibrium set that are not disclosure-proof, and

that this efficiency loss continues even if we allow for active disclosure. If a two-person

game has a unique Nash equilibrium payoff, any outcome of the disclosure game must

be disclosure-proof.

I conclude with a discussion of several possible extensions of the current model.
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Relaxing Sequential Rationality — It is important to note that if the solution

concept for the disclosure game was Bayesian Nash equilibrium instead of sequential

equilibrium, the worst punishment payoff v∗ could be much lower for all players. Since

Bayesian Nash equilibrium does not require sequential rationality off-path, we could

dictate that players punish the deviating player with their correlated minimax payoff.

Under such a setup, all correlated equilibria would be disclosure-proof:

Proposition 7. Fix some game G. Define ṽ to be

ṽi = min
ω−i∈∆(A−i)

max
ωi∈∆(Ai)

∑
a∈A

ωi(ai)ω−i(a−i)ui(ai, a−i).

It must be that CE(G) = IIRCE(G, ṽ).

Proof. Suppose that σ ∈ CE(G) but σ ̸∈ IIRCE(G, ṽ). Then for some player i and

action ai, one has that

∑
a−i∈A−i

σ(ai, a−i)∑
a∈A σ(ai, a−i)

ui(ai, a−i) < ṽi = min
ω−i∈∆(A−i)

max
ω−i∈∆(Ai)

∑
a∈A

ωi(ai)ωi(a−i)ui(ai, a−i).

But this would mean that there exists some other action a′i that would earn a higher

payoff in response to their beliefs about the other player’s actions. This contradicts

σ ∈ CE(G). Therefore CE(G) ⊆ IIRCE(G, ṽ). Since IIRCE(G, ṽ) ⊆ CE(G) by

definition, the result holds.

This result follows from the observation that if an outcome did not survive the

participation constraint, there is some action earning less than the correlated minimax

payoff in expectation. However, by definition of the minimax, this must mean there is

some other action that the player could use in response to earn a higher payoff. This

would violate the obedience constraints of the correlated equilibria.

As the example in the introduction shows, it seems implausible that all correlated

equilibria would be disclosure-proof. Since the signal disclosure is verifiable, it seems

more reasonable to assume that all players would update their beliefs accordingly and

play optimally. Hence, I require that outcomes be supported by a sequential equilibrium

of the disclosure game.

The above result also shows that in two-person zero-sum games, all correlated equilib-

ria will be disclosure-proof. This follows from the fact that the Nash equilibrium payoff
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is the minimax payoff. Thus v∗ = ṽ, and by Theorem 1, DPCE(G) = IIRCE(G, v∗) =

CE(G).5

Costly Lying — In many environments, full signal verifiability may be a strong

assumption. The results of this paper show that it would be valuable for a mediator to

let their signals be easily forged to circumvent this issue. In Appendix B, I provide a

model for signal communication where players can communicate to the others any signal

in Ti; however, using any non-truthful signal induces some fixed lying cost. I show that

the results here still go through for some cost levels, though it requires a more restrictive

assumption on the solution concept. Specifically, some restrictions on feasible off-path

beliefs are enough to restrict the set of feasible outcomes back to DPCE(G).

Set Disclosure — In this paper, I restricted players to only two disclosure options:

reveal their exact signal (ti) or nothing at all (∅), similar to the model seen in Dye (1985).

For most applications, this seems reasonable, as the only way to credibly demonstrate

one’s information in this setup is to show it directly. Nonetheless, in the original verifiable

disclosure models of Milgrom (1981) and Grossman (1981) players are only restricted to

sending a subset containing their actual information — “the truth but not the whole

truth.” In this model, for a given game G and information structure I, suppose that a

player’s disclosure rule was instead di : Ti → ∆(P(Ti)), where for any setB ∈ Supp di(ti),

ti ∈ B. Let this define a new game Gset. The following result shows that this does not

change the set of disclosure-proof outcomes.

Proposition 8. Fix a finite game G. Say σ ∈ SDPCE(G) if there exists an information

structure I such that some sequential equilibrium of Gset without disclosure induces σ.

It must be that SDPCE(G) = DPCE(G).

The definition of sequential equilibria only requires that if Player i reports T̃i, then

all other players believe that i’s signal is actually in T̃i. If a player reports T̃i, the worst

outcome in CEi(G) can still be assigned off-path - if all players assume i has the same

signal, this worst outcome can be achieved. Thus, allowing for more general disclosure

reports will not alter the set of disclosure-proof outcomes.

Private Disclosure — The model of public disclosure I present here is most useful

in cases where communication goes through channels like the media, where all players

are guaranteed to see your revelation. If players had the choice to only disclose to specific

players, the results here would change. In fact, it is no longer without loss to focus only

on direct contingent action recommendations.

5Forges (1990) shows that there are non-trivial correlated equilibria of zero-sum games.
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L R
T 2, 2, 3 0, 1, 3
B 1, 0, 3 0, 0, 3

ℓ

L R
T 0, 0, 3 1, 0, 3
B 0, 1, 3 2, 2, 3

r

Figure 6

To illustrate this with an example, consider the three-person game described in Figure

6. Observe that (T, L, ℓ) and (B,R, r) are both Nash equilibria, as well as a mixed

strategy equilibrium where all players randomize over both their strategies uniformly.

The distribution in Figure 7 is a correlated equilibrium outcome, and it is robust to any

player publicly disclosing any signal (it is sufficient to punish any disclosing player with

the above mixed strategy Nash equilibrium). However, suppose that the row player can

disclose to the column player only, leaving the matrix player uninformed. The matrix

player thus will continue to follow their original strategy.

Say that players are given direct action recommendations.6 If the row player discloses

their recommendation T , the row and column player can no longer correlate their actions

as discussed before. However, the column player also updates their belief about what

signal the matrix player received, and thus their belief about what action the matrix

player will choose. Specifically, a column player with signal L and signal R will believe

the matrix player has ℓ with probability 5/6 and 1/2 respectively. One can show that the

unique outcome will be the row player using T and the column player using L, regardless

of their realized signal. The row player finds this payoff superior to what they would

receive from not disclosing, so they will always disclose T .

However, it is possible to induce this outcome without private disclosure. In fact, it

can be implemented using a public information structure. The outcome can be achieved

by playing the pure Nash equilibria (T, L, ℓ) and (B,R, r) with probability 1/4 each, and

playing the uniform mixed Nash outcome half the time. Since it is common knowledge

which equilibrium is being played, no disclosure, public or private, will affect this case.

This problem requires further research, though one should note that DPCE(G)

still provides an upper bound on the set of feasible outcomes under private disclosure.

For games with two players, private disclosure is equivalent to public disclosure, so the

results presented here remain valid. The above example also requires that the players not

6An argument similar to that of Corollary 2 shows that specifying actions in contingencies in this
scenario is unnecessary. Contingent action recommendations will not expand the set of feasible pun-
ishments.
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L R
T 5/16 1/16
B 1/16 1/16

ℓ

L R
T 1/16 1/16
B 1/16 5/16

r

Figure 7

disclosed to are completely unaware that disclosure took place. If it is common knowledge

that a certain player disclosed, the same off-path punishments can be implemented, even

if not all players know what the disclosed signal was.

24



References

Arcuri, Alesandro (2021) “Hear-No-Evil Equilibrium,” working Paper.

Aumann, Robert J. (1974) “Subjectivity and correlation in randomized strategies,” Jour-

nal of Mathematical Economics, 1 (1), 67–96.

(1987) “Correlated Equilibrium as an Expression of Bayesian Rationality,”

Econometrica, 55 (1), 1–18.

Baccara, Mariagiovanna and Ronny Razin (2007) “Bargaining over New Ideas: The

Distribution of Rents and the Stability of Innovative Firms,” Journal of the European

Economic Association, 5 (6), 1095–1129.

Bloch, Francis and Bhaskar Dutta (2009) “Correlated equilibria, incomplete information

and coalitional deviations,” Games and Economic Behavior, 66 (2), 721–728.
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Ebert, Michael, Ulrich Schäfer, and Georg Thomas Schneider (2024) “Information Leaks

and Voluntary Disclosure,” working Paper.

Eyni, Ali, Mohammad Javad Emami Skardi, and Reza Kerachian (2021) “A regret-

based behavioral model for shared water resources management: Application of the

correlated equilibrium concept,” Science of The Total Environment, 759, 143892.

Forges, Françoise (1986) “An Approach to Communication Equilibria,” Econometrica,

54 (6), 1375–1385.

25



(1990) “Correlated Equilibrium in Two-Person Zero-Sum Games,” Economet-

rica, 58 (2), 515–515.

Forges, Françoise and Frédéric Koessler (2005) “Communication equilibria with partially

verifiable types,” Journal of Mathematical Economics, 41 (7), 793–811.

Grant, Simon and Ronald Stauber (2022) “Delegation and ambiguity in correlated equi-

librium,” Games and Economic Behavior, 132, 487–509.

Grossman, Sanford J. (1981) “The Informational Role of Warranties and Private Dis-

closure about Product Quality,” The Journal of Law & Economics, 24 (3), 461–483.

Hagenbach, Jeanne, Frédéric Koessler, and Eduardo Perez-Richet (2014) “Certifiable

Pre-Play Communication: Full Disclosure,” Econometrica, 82 (3), 1093–1131.

Hannah, David R. (2007) “An Examination of the Factors that Influence Whether New-

comers Protect or Share Secrets of their Former Employers,” Journal of Management

Studies, 44 (4), 465–487.

Heller, Yuval (2010) “Minority-proof cheap-talk protocol,” Games and Economic Be-

havior, 69 (2), 394–400.

Kapon, Sam (2025) “Persuading Cartelists to Confess,” working Paper.

Kreps, David M. and Robert Wilson (1982) “Sequential Equilibria,” Econometrica, 50

(4), 863–894.

Milgrom, Paul R. (1981) “Good News and Bad News: Representation Theorems and

Applications,” The Bell Journal of Economics, 12 (2), 380–391.

Morris, Stephen, Daisuke Oyama, and Satoru Takahashi (2024) “Implementation via

Information Design in Binary-Action Supermodular Games,” Econometrica, 92 (3),

775–813.

Moulin, Herve, Indrajit Ray, and Sonali Sen Gupta (2014) “Improving Nash by coarse

correlation,” Journal of Economic Theory, 150, 852–865.

Myerson, Roger B. (1978) “Refinements of the Nash Equilibrium Concept,” International

Journal of Game Theory, 7, 73–80.

26



Ning, Yuqiang and Lili Du (2023) “Robust and resilient equilibrium routing mechanism

for traffic congestion mitigation built upon correlated equilibrium and distributed

optimization,” Transportation Research Part B: Methodological, 168, 170–205.

Ozdogan, Ayca and Ismail Saglam (2021) “Correlated equilibrium under costly disobe-

dience,” Mathematical Social Sciences, 114, 98–104.

Rajan, Raghuram G. and Luigi Zingales (2001) “The Firm as a Dedicated Hierarchy: A

Theory of the Origins and Growth of Firms,” The Quarterly Journal of Economics,

116 (3), 805–851.

Taneva, Ina and ThomasWiseman (2024) “Strategic Ignorance and Information Design,”

working Paper.

Xiao, Zhu, Xiangyu Shen, Fanzi Zeng, Vincent Havyarimana, Dong Wang, Weiwei Chen,

and Keqin Li (2018) “Spectrum Resource Sharing in Heterogeneous Vehicular Net-

works: A Noncooperative Game-Theoretic Approach With Correlated Equilibrium,”

IEEE Transactions on Vehicular Technology, 67 (10), 9449–9458.
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A Example where Direct Action Recommendations

are Insufficient

L R
T 1, 1, 4 0, 0, 0
B 0, 0,−1 1, 1, 4

ℓ

L R
T 4, 4, 10 1, 5,−5
B 0, 0,−1 5, 1, 2

r

Figure 8

Consider the three-person binary action gameG whose payoffs are described in Figure

8. Let the row, column, and matrix players be Player 1,2, and 3, respectively. Notice

that Players 1 and 2 play a pure coordination game when Player 3 plays ℓ, and play the

chicken game if Player 3 plays r.

The distribution σ is described in Figure 9. For small ϵ > 0, σ constitutes a correlated

equilibrium of G. Players 1 and 2’s obedience conditions are satisfied strictly when ϵ = 0

and still survive for small ϵ.

L R
T 0 ϵ
B 0 0

ℓ

L R
T (1− ϵ)/6 (1− ϵ)/3
B (1− ϵ)/3 (1− ϵ)/6

r

Figure 9

Consider the case where Player 3 receives the recommendation to play ℓ - since they

know (T,R) will be played, they would prefer to play ℓ over r. Likewise, when receiving

r as a recommendation, their expected payoff from following would be 7/3, compared to

1 from deviating.

Suppose that now Gdis is played with a direct action recommendation structure.

Notice that if Player 3 were to disclose they had received ℓ, only Nash outcomes could

be played. The result below illustrates that, while Players 1 and 2 have no incentive to

reveal under this structure, Player 3 will.

Observation 1. The following are true for the game G described in Figure 8:

(i) There is a Nash equilibrium of G where Player 1 earns a payoff below 2.
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(ii) There is a Nash equilibrium of G where Player 2 earns a payoff below 2.

(iii) For all Nash equilibria of G, Player 3 earns a strictly positive payoff.

Proof. (i) Consider a strategy profile where

• Player 1 plays T with probability 1,

• Player 2 plays L with probability 5/11, and

• Player 3 plays ℓ with probability 1/2.

It can be verified that this is a Nash equilibrium of G since all players are indifferent

between both of their strategies. Player 1 also earns an expected payoff of 31/22,

strictly less than 2.

(ii) Note that the pure strategy profile (B,L, r) constitutes a Nash equilibrium of G.

Player 2 earns a payoff of 1.

(iii) Suppose that Player 1 plays T with probability p and Player 2 plays L with prob-

ability q. Note that Player 3’s expected payoffs for playing ℓ and r are

E[ℓ|p, q] = 4 + 9pq − 5q − 4p

E[r|p, q] = 10 + 23pq − 8q − 15p.

Both expectations can only be weakly negative when p = 1 and q = 0, where

Player 3 would choose ℓ as a best response. However, this is not a Nash profile,

as both Player 1 and Player 2 would prefer to deviate. Since for all other profiles

Player 3 can guarantee a strictly positive expected payoff, no Nash profile can give

Player 3 a weakly negative payoff.

Since any Nash equilibria guarantee Player 3 a strictly positive payoff, they prefer to

disclose their recommendation to force the off-path outcome when they are recommended

to play ℓ. Thus, the σ in Figure 9 is not viable using direct action recommendations.

However, Player 3 could receive a strictly negative payoff if one used direct con-

tingent action recommendations. If Player 3 discloses their signal, the structure would

recommend (B,L) with probability 2/3, and (T,R) with probability 1/3. Player 3 would

respond with r in equilibrium. Player 1 and Player 2 would want to follow their recom-

mendations, and Player 3 would earn −1/3 in expectation. Thus, there is an off-path

punishment sufficient to keep Player 3 from revealing their signal.
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Observation 2. The outcome σ cannot be supported by a PBE of Gdis with no disclosure

if I is a direct action recommendation structure. However, σ ∈ DPCE(G).
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B Signal Sharing with Lying Costs

As before, let G = (I, A, u) define a complete information game. For some information

structure I = (T, ω), a signal profile t ∈ T is chosen according to ω, and each i ∈ I

privately learns ti. All players simultaneously choose di ∈ Ti ∪ {∅}, which is revealed

to all players. After choices are revealed, the players simultaneously choose an action

ai ∈ Ai. The payoffs of the game for player i are

uu(ai, a−i)− c · 1{di ∈ {ti, ∅}}

for some cost c > 0. Call this game Glying(I).
Therefore, the main difference in this setup from the main paper is that each player

can misreport their signal for some fixed cost. This would capture the case where signals

from the information structure can be forged. I again focus on outcomes in ∆A that

can be induced through an equilibrium where all players choose di = ∅ on-path. I show

below how various solution concepts will lead to different sets of feasible outcomes.

If we can implement any sequential equilibria of the signal sharing with lying cost

game, then any correlated equilibrium outcome can be implemented with direct struc-

tures:

Proposition 9. Let σ ∈ ∆A and D = (A, σ) be a direct information structure. The

outcome σ can be implemented by a sequential equilibrium of Glying(D) with di = ∅
on-path if and only if σ ∈ CE(G).

Proof. The necessary direction is trivial, so I focus on the sufficiency direction. Let

σ ∈ CE(G). I show that the player signal sharing strategy di(ai) = ∅ and decision

strategy ϕi(ai, d) = ai constitute a sequential equilibrium of Glying(D). Let ω(a|ai)
represent i’s belief over signals A conditional on having observed ai. Let i’s off-path

beliefs after observing sharing outcome d and their private signal ti be µi(a|d, ai). Let-

ting µi(a|d, ai) = ω(a|ai) satisfies consistency. To see why, let dni (ai|ai) = ϵ/|Ai| and
dni (∅|ai) = 1 − ϵ be Player i’s disclosure strategy conditional on their private signal ai.

Because the choice of message in this case is independent of the actual observed signal,

the other players’ beliefs remain unchanged, and µn
i (a|d, ai) = ω(a|ai). Therefore, the

expected outcome from sharing any message is the same; therefore, di = ∅ is optimal.

Following action recommendation ai follows from the obedience conditions on σ.

Because the sequential equilibrium solution concept imposes no restrictions on trem-

bles, it is possible to maintain the off-path beliefs unchanged from the original on-path
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beliefs. By trembling equally over all possible signals regardless of the initial private

signal, sharing reveals no information to the other players. Therefore, maintaining orig-

inal beliefs satisfies consistency. This does not apply to the disclosure game because the

only informative signal available is truthful revelation.

Thus, under sequential equilibria, the signal sharing would be irrelevant to what can

be implemented. However, the off-path beliefs required may not be reasonable. One

might expect players to favor the truthful off-path message over lying since it is costless,

particularly if c is large. Thus, I invoke several refinements of the sequential equilibrium

concept to show that signal sharing can still be restrictive under lying costs.

First, suppose that we require that the equilibrium played in Glying(I) satisfy a con-

dition similar to the intuitive criterion of Cho and Kreps (1987). For a given equilibrium,

let u∗i (ti) be the expected on-path payoff for player i with signal ti.

Condition 1. Fix some sequential equilibrium of Glying(I). For each message t′i ∈ Ti,

define T̂i(t
′
i) := {ti ∈ Ti |u∗i (ti) ≤ maxσ∈CE(G) ui(σ) − c · 1{ti ̸= t′i}}. The sequential

equilibrium fails the intuitive criterion if there exists some ti, t
′
i ∈ Ti such that

u∗i (ti) < min
σ∈CET̂i(t

′
i
)(G)

ui(σ)− c · 1{ti ̸= t′i} (1)

where CET̂i
(G) is the set of all correlated equilibrium outcomes that can be imple-

mented where player i receives only signals in T̂i with positive probability.

Proposition 10. Fix σ ∈ ∆A. For sufficiently high c > 0, there exists a an information

structure I and a sequential equilibrium of Glying(I) that survives the intuitive criterion

and implements σ if and only if σ ∈ DPCE(G).

Proof. First, observe that when c is sufficiently high (like c > maxσ∈CE(G) ui(σ)), T̂i(ti) =

{ti}. Therefore, Equation 1 reduces to the interim participation constraint when ti = t′i.

The equivalence between the two sets thus follows.

Similar results would hold if we instead put restrictions on trembles similar to the

proper equilibrium of Myerson (1978) or restricted to extremal off-path beliefs directly

like Hagenbach et al. (2014). In the latter case, the set of implementable outcomes would

be DPCE(G) for any cost level c.
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C Additional Proofs

C.1 Proof of Lemma 1

Following the definition from Kreps and Wilson (1982), a strategy profile (d, ϕ) and

beliefs µ constitute a sequential equilibrium if and only if the following holds:

(i) Sequential rationality: At every information set, (di, ϕi) maximizes i’s payoff

over all strategies given beliefs µi, and

(ii) Consistency: There exists a sequence ((dn, ϕn), µn) where (dn, ϕn) is completely

mixed and µn is derived from (dn, ϕn) via Bayes rule, and (dn, ϕn) → (d, ϕ) and

µn → µ.

I will show that, for all d ̸= d∅, the players’ beliefs µ after observing d can be rep-

resented by the information structure I|d, and that this is the only plausible beliefs

possible in a sequential equilibrium. Sequential rationality implies that the induced out-

come played after players observe a disclosure outcome d must belong to BNE(I|d,G).
Note that since only d∅ is played on-path, consistency means that it is common knowl-

edge the players’ beliefs are represented by the initial structure I by Bayes rule. The

on-path outcome distribution must belong to BNE(I, G).
Let (dn, ϕn) be a completely mixed strategy profile of Gdis where (dn, ϕn) → (d∅, ϕ).

Fix some ϵ > 0. By convergence, there is some N ∈ N such that, for all n > N ,

dni (ti)(ti) < ϵ for all i ∈ I and ti ∈ Ti. That is, all players disclose their signal with

probability no larger than ϵ regardless of the signal received.

Let µn
i ∈ ∆T be Player i’s belief about the current signal distribution after observ-

ing d. For a given disclosure outcome d ∈ D, define the set T̃ (d) = {t ∈ T : tj =

dj for all j s.t. dj ̸= ∅} as all possible signal profiles that are consistent with the sig-

nals disclosed in d. After observing disclosure outcome d and their signal ti, Bayes rule

implies that

µn
i (t) =

ω(t|ti)P(d|t)
P(d)

(2)

where

P(d|t) =

0 if t ̸∈ T̃ (d)∏
j∈{j:dj=∅} d

n
j (∅|tj)

∏
j ̸∈{j:dj=∅} d

n
j (tj|tj) otherwise

(3)
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and

P(d) =
∑
t∈T

P(d|t)ω(t|ti) =
∑

t∈T̃ (d)

P(d|t)ω(t|ti). (4)

The second equality in Equation 4 follows from Equation 3 — since players can only

disclose the signal they receive, there can be positive weight only on plausible signals.

The term
∏

j ̸∈{j:dj=∅} d
n
j (tj|tj) occurs in both the numerator and denominator of the

expression in Equation 2, so they can cancel out. We can thus rewrite the expression as

µn
i (t) =

ω(t|ti)P(d|t)
P(d)

=

∏
j∈{j:dj=∅} d

n
j (∅|tj)ω(t|ti)∑

t′∈T̃ (d)

∏
j∈{j:dj=∅} d

n
j (∅|t′j)ω(t′|ti)

if t ∈ T̃ (d). Otherwise µn
i (t) = 0.

Since in any sequence dnj (∅|tj) → 1 for all j ∈ I and tj ∈ Tj by assumption, we have

that

µn
i (t) →

ω(t|ti)∑
t′∈T̃ (d) ω(t

′|ti)
= (ω|d)(t|ti).

Therefore (d∅, ϕ) and µ are consistent if and only if players’ beliefs after observing

disclosure outcome d are represented by the information structure I|d.

C.2 Proof of Lemma 2

Fix a game G, and let σ ∈ DPCE(G). Then there is some information structure

I = (T, ω) such that a sequential equilibrium (d∅, ϕ) of Gdis induces σ. For each player

i ∈ I, define D′
i := {d ∈ D : di ̸= ∅ and dj = ∅∀j ̸= i}, and let D′ =

⋃
i∈I D

′
i. This

describes all the unilateral deviations from d∅ possible, and thus is sufficient to identify

all relevant off-path behavior for (d∅, ϕ).

For each i ∈ I, define σ∗
i ∈ ∆A as

σ∗
i := argminα∈CEi(G)

∑
a∈A

α(a)ui(a)

as the distribution that gives i the lowest payoff possible in BNE(I|di, G) over all
information structures I for any di ∈ D′

i. Define v
∗
i :=

∑
a∈A σ

∗
i (a)ui(a).

The revelation principle for correlated equilibria is enough to show that each player

receiving an action recommendation to perform once d∅ is played is enough to implement

σ as the on-path equilibrium. Similarly, one can implement σ∗
i for all i ∈ I by direct

action recommendations. Define σ∗ ∈ ∆AN+1 as

34



σ∗(a0, ..., aN) := σ(a0)
∏
i∈I

σ∗
i (ai)

for action profiles a0, ...aN ∈ A. Define Player i’s decision rule ψi as

ψi(a, d) :=

a0 if d = d∅

ai if d ∈ D′
i

for each a ∈ AN+1
i and d ∈ D′∪{d∅}. It remains to be shown that (d∅, ψ) constitutes

a sequential equilibrium and induces σ.

To show (d∅, ϕ) induces σ, note that when d∅ is played, each player chooses the action

recommended by the information structure. By definition, this induces σ. Further,

(d∅, ψ) is sequentially rational as each player optimizes their decision rule given I|d and

for each action recommendation, their expected payoff is greater than v∗i (otherwise

the original equilibrium would fail). Further, each player’s beliefs are consistent since

each player believes the information is described by I|d and disclosure outcome d. Thus

(d∅, ψ) is a sequential equilibrium of Gdis with direct contingent action recommendations.

C.3 Proof of Proposition 4

This proof relies on the full characterization of correlated equilibria of two-person binary

action games found in Calvó-Armengol (2003). We can put any game of that form into

one of three categories:

(i) One or more players have a strictly dominant strategy,

(ii) One or more players have a weakly dominant strategy, or

(iii) No players have any dominant strategies.

In case (1), any strictly dominated strategy cannot be used with positive probability

in a correlated equilibrium. This implies that NE(G) = CE(G). Since NE(G) ⊆
DPCE(G) ⊆ CE(G), we must have DPCE(G) = CE(G).

Suppose now that G falls into case (3), so no player has a dominant strategy. In this

case, Calvó-Armengol (2003) demonstrates that any game can be characterized by one

of three equivalence classes and two values α, β > 0. If the payoffs of game G are as

described in Figure 10, then define α = |u00−u10|/|u11−u01| and β = |v00−v01|/|v11−v10|.
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L R
T u00, v00 u01, v01
B u10, v10 u11, v11

Figure 10

L R
T α, β 0, 0
B 0, 0 1, 1

(a)

L R
T −α,−β 0, 0
B 0, 0 −1,−1

(b)

L R
T −α, β 0, 0
B 0, 0 −1, 1

(c)

Figure 11

Any game G will belong to one of the three equivalence classes in Figure 11 that

maintain the same correlated and Nash equilibria. Note that in class (c), the only

Nash equilibrium is the same as the only correlated equilibrium. Since DPCE(G) is

nonempty, DPCE(G) = CE(G). For class (a), CE(G) will be a convex polytope with

five vertices, described in Figure 12. By the convexity of DPCE(G), it is sufficient to

show that all vertices of CE(G) are disclosure proof.

σ (T, L) (T,R) (B,L) (B,R)
σ1 1 0 0 0
σ2 0 1 0 0

σ3
1

(1+α)(1+β)
α

(1+α)(1+β)
β

(1+α)(1+β)
αβ

(1+α)(1+β)

σ4
1

1+β+αβ
0 β

1+β+αβ
αβ

1+β+αβ

σ5
1

1+α+αβ
α

1+α+αβ
0 αβ

1+α+αβ

Figure 12

Since all Nash equilibria are disclosure-proof, σ1, σ2, σ3 ∈ DPCE(G). The corre-

sponding expected payoffs for Player 1 (Player 2’s payoffs are similar) will be u00, u11,

and u00+αu01

1+α
respectively.

To show that σ4 is disclosure-proof, note that when Player 1 is recommended T , they

will earn u00; if they are recommended B, they will earn u00+αu01

1+α
. Since both are Nash

equilibria payoffs, v∗1 is below both. Thus Player 1 has no incentive to reveal either action

recommendation. A similar argument holds for Player 2, and σ4 ∈ IIRCE(G, v∗) =

DPCE(G). By a similar argument, σ5 ∈ DPCE(G). Since all vertices of CE(G)

belong to DPCE(G), it must be that DPCE(G) = CE(G).

To address case (2) where weakly dominant game strategies exist, Calvó-Armengol
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(2003) notes that the above still holds except α = 0 or β = 0. The extreme points

of CE(G) are still characterized by Figure 12, though some of those points will be

redundant.

C.4 Proof of Proposition 5

For some game G, let σ be an extreme point of CE(G). Suppose σ ∈ DGCE(G). Then

there is some information structure I = (T, ω) and a sequential equilibrium (ϕ, d) of

Gdis(I) where σ =
∑

d∈D λdσd. Here σd = ϕ(d) is the outcome played under disclo-

sure outcome d, and λd is the probability that d is realized. Since σd ∈ CE(G), and∑
d∈D λd = 1, it must be that σd = σd′ = σ for all d, d′ ∈ D that are realized with

positive probability — so for all on-path disclosures the same outcome is implemented.

Let Ĩ = {i ∈ I | di(ti) ̸= ∅ for some ti ∈ Ti} be the set of all players who disclose with

some positive probability. It must be that σ ∈
⋂

i∈Ĩ CEi(G). Define T̃i = AN+1
i . Let F =

(T̃ , ω′) be a new information structure where ω′(t1, ..., tN) = σ(t01, ..., t
0
N)

∏N
i=1 σ

′
i(t

i
1, ..., t

i
N)

such that σ′
i = σ if i ∈ Ĩ and σ′

i = σ∗
i is the worst correlated equilibrium as defined in

Lemma 2. The construction of the equilibrium is similar to that of Lemma 2: when

player i discloses, σ′
i is implemented. For players i ∈ Ĩ, there is no incentive to disclose

because the same outcome is implemented regardless of their disclosure choice. For play-

ers j ̸∈ Ĩ, they must receive a higher payoff in σ than in σ′
i by the definition of σ′

i. Thus

no player has an incentive to disclose, and since σ ∈ CE(G), the obedience conditions

are satisfied as well. Therefore σ ∈ DPCE(G).

C.5 Proof of Proposition 8

The proof is mostly similar to the steps required for the proof of Theorem 1. First,

the requirement for players’ off-path beliefs is that their beliefs are consistent with

any information disclosed. Define dT as the disclosure rule where all players report Ti

regardless of the signal they receive. This is the same as d∅ in the singleton case, only

that ∅ is not a valid report for any player in this setup.

Lemma 3. Fix a game G and information structure I. Let (dT , ϕ) and beliefs µ be a

sequential equilibrium of Gset. Then it must be that for disclosure report d ∈×i∈I P(Ti),

µi(t|d, ti) = 0 if there is some j ∈ I where tj ̸∈ dj.

Proof. Let t ∈ T and d ∈ D be such that there is some j ∈ I where tj ̸∈ dj. Since µ

must be consistent, there is some sequence (dn, ϕn) → (dT , ϕ) and µ
n → µ where µn is
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calculated from (dn, ϕn) via Bayes rule. One must have that

µn
i (t|d, ti) =

∏
j∈I d

n
j (tj)(dj)ω(t|ti)∑

t′∈T
∏

j∈I d
n
j (t

′
j)(dj)ω(t

′|ti)
.

Notice that if tj ̸∈ dj, one must have that dnj (tj)(dj) = 0, as it would not be possible

for j to issue report dj. Then µ
n
i (t|d, ti) = 0 for all n, and thus µi(t|d, ti) = 0.

Notice that SDPCE(G) ⊆ IIRCE(G, v∗): the only consistent beliefs off-path for

reporting a unique signal set {ti} is represented by I|ti. Thus the argument follows the

same as in Theorem 1.

To show IIRCE(G, v∗) ⊆ SDPCE(G), note that CEi(G) is always implementable

regardless of the report or the other player’s beliefs (provided they are consistent). For

any deviation report, have all types using the report with positive probability play

the strategy si used in the worst punishment σ∗
i . All obedience conditions are still

satisfied, so v∗ is still a valid punishment for any report besides Ti. Thus for any signal

recommendation, it must be that Player i will not disclose information if they expect to

earn more than v∗i . Then SDPCE(G) = IIRCE(G, v∗), which by Theorem 1 implies

SDPCE(G) = DPCE(G).
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