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Today’s Learning Objectives

» Understand the fundamental difference between LLM-based and Agentic Al
(AAl)-based systems.

» Explainthe three core capabilities of AAl agents.

» Explain the difference between static and dynamic orchestration in multi-
agent AAl systems

» Understand how OpenClaw operationalizes the AAl techniques covered with
a focus on continual operation.



'From Week 2: Key to ML
Effectiveness

» Fundamentally, all Al models are math equations

that extract a dataset’s patterns into its parameters.

» Digitalization has increased the volume and
complexity of data.

» Larger and more complex datasets contain more
comprehensive and complicated patterns.

» To be able to learn these patterns, Al models must
also become more complicated.




" From Week 3: Transformer (Overview)

» Transformer models are designed to process entire
text snippets simultaneously.

» Input (Embedding and Encoding): Textual datapoints
tokenized with positional encodings

» Output: Two major components:
1. EncoderBlock: Create latent representation of text
2. DecoderBlock: Decode latent representation for task output

» Loss Function: Typically, the cross-entropy loss
» Parameters, and Optimization : Same as ANNSs.

» Increased complexity from scaled Transformer
architecture allows Large Language Models (LLMS)
to “understand” natural language.

Predicted Output:
The United States

t
Softmax
2. Transformer - 1
Decoder Block Linear
$
1 Transformer Add & Norm
Encoder Block 1
Feed Forward
v I
( 1 \ Add & Norm
—»]  Add & Norm I
1 Multi-Head
Feed Forward Attention
y
—»  Add & Norm Add & Norm
1 | |
Multi-Head Masked Multi-
Attention Head Attention
tff ) \
Positional " . Positional
Encoding Embedding Encoding
Input an d_ Output
Embedding Encoding Embedding
¥ =

Inputs: What country is Arizona in?

Outpuis: Axizona 1s
in the United States



Current Landscape of LLMs

» Access to pre-trained LLMs
typically fall under two
types:

» Closed-Source: Only allow
users to interact with LLM
via web applications or APIs

» Open-Source: Allow users
to download full model
weights and architectures

Access | Company Flagship Model(s) Parameters | Best GPU Load
(Billions) Capabilities | to Run (GB)
OpenAl GPT-5.5 Agents, 1,400
2,500 General Chat
Alphabet Gemini 3.000 Agents, 6,000
Closed- | (Google) 2.5Pro ’ ’ Multi-Modal
Source | Anthropic Claude 800 Agents, 1,600
Opus 4.7 Coding
XAl Grok 5 4 500/ Socia 3,000
Media
Meta Llama4 m 109 General 220
Scout Chat
Mistral 1.000 Efficient
Mistral Al Medium 3.5 mum mm ’ Running 2,000
Open- 1.000 Database
Source | Moonshot Al | Kimi K2 ’ Analysis 2,020
Efficient
DeepSeek Al | DeepSeek-R1 & 671 Coding 1,350
. 1,000 Math, Image
Alibaba Qwen 3.6 Processing 2,000




From Week 3: Pretrained and Task
Adaption

ChatGPT 4o is here, with
1.8 trillion trainable

» LLMs are first pretrained with natural languages (e.g.,
Reddit, Wikipedia) to understand how human B o mocs
languages work. e~
» These pretrained models are then finetuned on specialized I \ pt [Larg?;;fiié‘f?&??“‘}
data for certain tasks. * parameters

NPLM (AP News) _ - =~

» However, modern LLMs can have up to billions of
parameters.

» It’s not realistic to finetune all of them.

195 2000 2005 2010 2015 2020 2025

» We need a parameter-efficient fine-tuning methiod:
» Butis that even enough???



i Current Landscape of LLMs

» Even running modern LLMs require significant
computing resources.
» An Nvidia RTX 5090 only provides 32GB of GPU load.

» Finetuning an LLM can require up to a trillion
times more GPU load than running it!!

» Also requires access to an LLM’s parameter, but the
most capable LLMs are often closed-source.

» While techniques like quantization help reduce
required GPU loads, training LLMs remains an

expensive option for task adaption.
Online M.S. in Al
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Agentic Al (AAI)

» Pretrained LLMs have demonstrated a good understanding of textual

instructions asis
» Due to enormous parameter count and pretraining data.

» Consider: Reddit probably have examples of phishing and benign emails.
» If LLMs are pretrained on these sources, they should have learned a “phishing vs benign
email” pattern somewhere inside their billions of parameters.
» With good scaffolding around it, pretrained LLMs can leverage its already-learned
patterns to act like a finetuned phishing classifier.

» Agentic Al (AAl) is the framework that allows an LLM to autonomously
observe and interact with an environment via its generated textual outpurts.



OpenAl Expands Daybreak With GPT-5.5-Cyber to

>

Help Defenders Patch Security Flaws

y

& Ravie Lakshmanan @ Jun 23,2026

Agentic Al (AAI)

OpenAl on Monday said it's releasing an improved version of its
GPT-5.5-Cyber model to trusted defenders as part of the Daybreak

initiative the artificial intelligence (Al) company announced last month.

» AAlis a paradigm shift from traditional ML and DL.

» We are revising tasks to what LLMs can understand
with their pretrained capabilities instead of adjusting
the parameters of an LLM to a task via finetuning!

» Scaffold Engineering: Building the system around
an LLM (the AAlI Agent) to accomplish tasks an
LLM cannot by itself.

Hey, go find and
fix security flaws
in my system

Calling GPT-5.5-Cyber its "strongest model yet for finding and helping
patch software vulnerabilities," OpenAl said the model can "sustain
deeper analysis across large codebases” to identify security issues,
validate them in a controlled environment, and develop and test

patches.

In tandem, the tech upstart is releasing an update to the Codex Security
plugin to speed up the process of discovering and patching
vulnerabilities in existing systems, alongside preventing new

vulnerabilities from entering production codebases.

"Developers can run deep scans or review recent changes, generate

While I can’t actually reports with severity, affected code locations, validation evidence, and

-D. do that, here is some
GBJ;Eé 5 advice I can give remediation guidance, trace attack paths, build threat models, validate
\ 4 W findings, and generate codebase-specific patches for review," OpenAl
said.
() LM
VS On top of that, the plugin can triage and validate @xisting<indings from

Hey, go find and
fix security flaws scanners, advisories, bug-bounty reports, or ticketing systems, and then
in my system
\J

facilitate patch generation at scale to quickly close a backlog of

LLM Integrated

vulnerabilities.




i Agentic Al (AAI)

» While Al companies are constantly improving LLMs, AAl has significantly
expanded what you can do with those LLMSs.

WSl WSJ

Here’s What OpenClaw Agents Are
Doing Today
Developers, executives and

startups at Nvidia's GTC event
provided a glimpse into how age...

2 days ago

Mar 18, 2026 Cyber Magazine

AB American Banker

How FNBO uses agentic Al to
investigate financial crime

The Omaha bank says Al agents

fraud, sanctions violations and...

. . —— e
halve the time required to research S e Western governments

m-- underscores the difficult-to-predi...

Cyber Fraud in Real Time

Lloyds has prevented over £1bn in
fraud, as it scales Al-powered tools

2 weeks ago .

Lloyds Deploys Agentic Al to Fight

o LLOVDS |

and real-time scam detection to... =“iﬁ _‘

L 1B May 1, 2026

G) Cybersecurity Dive

US and allies urge ‘careful adoption
of Al agents

fnds flrw throwgh barsks New guidance from a coalition of

’

Transforming biopharma at scale: A
new operating model for life sciences
with connected data and Agentic Al
Agentic Al-enabled transformation at ‘

scale depends on connected data
foundations to power redesigned...

2 days ago

Online M.S. in Al
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Ongoing Python Example

»

v

v

v

v

Python example: Phishing Website Detection with AAl

Data: Phishing and benign websites
Key Packages: Request, Anthropic (API), Transformer, OpenClaw

Moving forward, we will be using the same python example throughout the
entire lesson.
» Each section in the Jupyter notebook will correspond to different AAl techniques

» The final sections will walkthrough how to setup an OpenClaw-based phishing detector
on your system.

S0, how does one design AAl systems?

11



Designing AAl Agents

» Recall: LLMs are transformer models, which

generates its output based on every partof  __ . . ——r

textual input sequence simultaneously. }

. . . . , Summarize the following passage:
> AAI technlques aimto Optlmauy adJUSt the LLM’s The recent advancements in renewable energy technologies have

input for desired outputs. System prompts are significantly reduced the global reliance on fossil fuels, leading to a
crucial for this decrease in carbon emissions across various industries. Solar and

wind power are now more cost-effective tve than ever, and battery
» System Prompt: Elaborate instruction sets

A 4

storage solutions are becoming increasingly, soldnig the problem.
Summary:JRenewable energy and improved battery storage are

that ContrOlS hOW an LLM I‘eSpondS global reliance on fossil fuels and decreasing carbon emissions.

» Writing good system prompts can control an
LLM’s output and bypass the need for training —
(Prompt Engineering).

» Core AAl Intuition: System prompts are the
“parameters” of AAl systems.



Designing AAl Agents

» In an AAl framework,
LLMs ingest textual
inputs of three
elements:

» System Prompt

» Trajectory: History of
the conversation

» New Prompt

» The textual input’s
formatting is handled
with Chat Templates.

)| SYSTEM PROMPT =

system_data = {"role": "systom", “content":
"You are a specialized cybersecurity threst

intelligence analyst. Focus on technical
details and mitigate risk."}

Apply Ch
&5\ THREAT INCIDENT %gnymca ; :t
ESE TRAJECTORY .

formatting

threat_history = [
{"role": "user", "content": "I dotected
suspicious lateral movement from 16.0.0.5."},
{"rele": "assistant", "content": "Checking

B logs for user 'jdoe'. Initial findings show

excessive login failures on server D(C1."}

]
ST NEW INCIDENT R
PROMPT g R

new_incident_input = {"role": "user",

"content": "We've found a persistent SSH
connectson from an unknown external IP to DC1."}

[SYSTEM]

You are a specialized cybersecurity threat
intelligence analyst. Focus on technical details
and mitigate risk.

[/SYSTEM]

[USER]

I detected suspicious lateral movement from
16.0.0.5.

[ASSISTANT]

Checking logs for user 'jdoe'. Initial findings
show. excessive login failures on server DCI.
[/ASSISTANT]

[USER]

We've found a persistent SSH connection from an
unknown external IP to DCl.

[/USER]

k[ASSISTANT]

13



Designing and Improving AAl Agents

AGENTIC Al CORE CAPABILITIES

Q)

QMEMORY PLANNING AC'HON SDACE \

.@. '?D D. ‘[ ﬁﬁw: S

S, ¥
» Fundamentally, AAl agents choose actions based on three key capabilities:

» What information does the agent currently know?
» How does the agent decide its next action?
> What actions are available to the agent?

» AAl techniques can be loosely categorized based on which capability they
focus on improving.

14



Improving Agentic : Few-Shot
Prompting

» How do we improve the memory of an AAl agent for a task?
» Recall: LLMs are already pretrained with general language knowledge in its weights.

» Suppose you are a senior analyst trained in Penetration Testing (PenTesting).
» Firms hire you to find vulnerabilities within their IT systems before adversaries can.

» To PenTest, you enter a shell command and interpret (based on your experience and
expertise) the CMD results to choose your next shell command.

i ( ’ - Update your
‘ Reconnaissance by Payload Configuration Execution y Samba to
Firm’s Vulnerable Gathers information on Configure payload Leverage correct latest version

IT System target system’s vulnerabilities according to collected info vulnerabilities to execute payload

‘ A \ B ( NMAP scan reveals outdated ) [ BendNetcat Payload | ( Use the username map script | | _ w)”

’\ Samba Software on port 445 | i | forexact Samba version | '\ exploit to execute payload | N e
==
PenTester
(You)

15



” Improving Agentic Memory: Few-Shot
Prompting

BaE

Standard S . .
You are an automated PenTesting assistant for authorized security

4 Su ppose you nOW must train a neW System iﬁdits. :EnTesteri will des;r‘ib:'their situation and you will advise
hire Who haS Some Cybersecurity Prompt Here are some examples of how you should respond to the PenTester's
knOWledge (i°e” pretrained brain) bUt F Sh t pr‘om:n:éjt: "Port 80 is open with Apache 2.4.49"

. . . ew o Output: "I suggest an attempt to read /etc/passwd using curl.”
no practical PenTesting experience. ... .- | e st st |

» HOW WOUl.d yOU imprOve What the new ver‘sign of OpenSSH, consider running hydra for common credential
hire knows (their memory)? -

» Consider: Show them what commands
you would choose in a few example
situations so they can reference your
examples for future PenTesting tasks!

LLM is referencing

» Few-Shot Prompting: Include specific ord imitating the
examples in the system prompt to few-shot eXarnples
guide the LLM towards desired output.

References: Liu, P., Yuan, W,, Fu, J., Jiang, Z., Hayashi, H. and Neubig, G., 2023. Pre-train, prompt, and predict: A systematic survey of prompting methods in natural
language processing. ACM computing surveys, 55(9), pp.1-35.

[/SYSTEM]

Hey, | got port 445
open with Samba 3.x.
What should I do?

Because there is the
username map script
exploit for this version of
Samba, | suggest an
attemptto ...

C

-,
§

Online M.S. in Al
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Improving Agentic : Retrieval
Augmented Generation (RAG)

» LLMs can be highly dependent on the data used during its pre-training.
» If the training data is collected in 2023, it won’t know what happened in 2026.

» LLM might make up some incorrect facts (hallucination) because their pre-trained
memory lacks the relevant information!

» Suppose you are training your new hire. Would you expect them to already
know all the latest discovered vulnerabilities?
» Would you even know as a senior PenTester?

» Consider: It may be more reasonable for you to consult relevant documentation (i.e.,
retrieve relevant information) as you choose your PenTesting command.

17



” Improving Agentic Memory: Retrieval
Augmented Generation (RAG)

» Retrieval Augmented [SYSTEN]

You are an automated PenTesting

Generation (RAG) injeCtS ... CVE-2021-41773: Path assistant for authorized security

traversal vulnerability in audits. PenTesters will describe

retrieved, SpeCifiC Apache 2.4.49 ... their situation and you will advise

- them on their next course of action.
Snippet A (Apache Manual)

kn OWledge into the Please consider the following

... Exploit confirmed: Can information as you respond:

SySte m p I’O m pt SO th at read sensitive files...
the LLM,S OUtp UtS are Snippet B (cve.org) {ragSnippet_B}
accurate and up-to_date' ... Use curlor other tools {ragonippet C}

to test for file read: [/SYSTEM]
/etc/passwd...

Snippet C (Technical Notes)

{ragSnippet_A}

Because CVE-2021-
41773 enables path
traversal, consider

Hey, I got port 80 ope/ﬂ
with Apache 2.4.49
What should | dod attempting to read
/etc/passwd using cur

(=) -

Online M.S. in Al
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References: Lewis, P., Perez, E., Piktus, A., Petroni, F., Karpukhin, V., Goyal, N., Kittler, H., Lewis, M., Yih, W.T., Rocktaschel, T. and Riedel, S., 2020. Retrieval-augmented
generation for knowledge-intensive nlp tasks. Advances in neural information processing systems, 33, pp.9459-9474.



4

Improving Agentic

: Reasoning

» As tasks grow in complexity, agentic planning becomes crucial.

» Challenging to anticipate every edge case or multi-step pivot in a set system prompt 2>
LLMs must think through challenging problems on their own.

» Suppose you are a PenTester
that just finished a nmap scan
of a vulnerable IT system. What
IS your next step?

» You would probably think for a
few steps before choosing the

next command based on those
thoughts.

Web is open.—<{C;
Simple.

‘gobuster® or
“nikto'.

Hmm, 9929 and
31337 are unusual.

Echo and... 4
‘Elite'? ﬂLlD?\S(;QVOL

31337 'Elite'...
classic backdoors

19



4

Improving Agentic : Reasoning

.. ' LLMReasoning prompts the LLM to generate its intermediate thoughts before

Syster its final output. Also referred to as Chain-of-Thought (CoT) prompting.
A
Input Sequence Input Sequence Input Sequence Input Sequence
4 System: A 4 System: ) 4 System: A 4 System: )
You are an automated You are an automated You are an automated You are an automated
PenTesting assistant. PenTesting assistant. PenTesting assistant. PenTesting assistant.
\_ ) \_ THINKOUTLOUD ) \_ THINKOUTLOUD ) \_ THINKOUTLOUD )
( User: | scanned a web A ( User: | scanned a web A User: | scanned a web h ( User: | scanned a web )
directory and found an directory and found an directory and found an directory and found an
env.bak file in root y v L env. bak file in root env.bak file in root L env.bak file in root y @
1 kr‘A‘ R (Think: A .env file can have) (Think: A .env file can have) (Think: A .env file can have)
vJ "\ sensitive information | 4 | sensitive information sensitive information
I scanned a web @ (Think: The .bak extension) (Think: The .bak extension)
"\ indicates a backup file. indicates a backup file.
directory and found an ~ 2 o 4 ) : < ﬁ ('suggest curl )
env.bak file in root -t ( Think: Web admins can ngsbak to verify if
u [ The LLM Output > forget to secure backup l argcredentials
‘-) | omADaK | without N files. ) | L exposed.
If/le seems Reasoning

\important,

References: Wei, J., Wang, X., Schuurmans, D., Bosma, M., Xia, F., Chi, E., Le, Q.V. and Zhou, D., 2022. Chain-of-thought prompting elicits reasoning in large language

models. Advances in neural information processing systems, 35, pp.24824-24837. 20



Improving Agentic

» LLMs primarily interpret and generate text.

v

However, text by itself cannot affect any
changes.

» Consider: A malware’s source code remains just
text until it is executed by a computer.

Cybersecurity often require capabilities
outside of text generation. Examples include:
» APl lookup from malware signature databases.

» Executing PenTesting commands for command-
line responses.

» Saving and opening local files.

: Tool Use

This is all harmless text!!

struct STUXNET_STRING_STRUCT

{

void *vTable;
void *Buffer;
int Reserbedl;
int Reserbed2;
int Reserbed3;
int Length;

int MaxLength;

b

struct FLAME_STRING_STRUCT
1
void *vTable;
int RefNo;
int bInitialized;
void *UnicodeBuffer; //
void *AsciiBuffer;
int Asciilength;
int Reservedl;
int Unicodelength;
int LengthMax;

(S
..

// size of

// pointer to table of virtual methods

// pointer to buffer for string
r o

// lengths of the string in buffer
// size of the buffer

// pointer to table of virtual methods
// object reference counter

// initialization flag

buffer for unicede string

// buffer for ascii string

// length of ascii string

// length of unicode string
either UnicodeBuffesz AsciiBuffer

.

21
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Improving Agentic Actions: Tool Use

» Tool use enables LLMs to
invoke tools with their
generated outputs.

» Tools comprise of:
1. Snippets of code thatis

executable in an environment
2. Textual description of the

tool’s capabilities and

arguments (Tool Definition).

» AAl agent decides when to

invoke the tool and what
arguments to provide.

Tool Description
tools = [
{
"type": "function”,
“function": {
"name": "nmap_scan",
"description™: "scans the
inputted ip address"”,
"parameters": {

"type": "object",
"properties”: {
"ipAddr": {

"type": "string",

"description": "IP of
system for scanning,
e.g. 127.0.0.1"

}
}s
"required": ["ipAddr"]

Tool Code

import subprocess

def nmap_scan(ipAddr):

return subprocess.
sudo nmap -sS {ipAddr}",

= - ()

Example Invocation
(Generated by the LLM)
{ .

Online M.S. in Al
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» Combining Memory, Planning and Action:
ReAct Procedure

» All three agentic capabilities synthesize into the ReAct (Reasoning + Action)
procedure, where LLMs iteratively:

5.

» Most modern AAl agents

Generate thought
Invoke a tool

Observe the tool’s
result

Add everything to the
input sequence

Repeat until task
completion

follow this procedure.

[ 1

{ User Prompt ]

Question: Aside from the Apple Remote, what other device
can control the program Apple Remote was originally
designed to interact with?

r—[ Standard } N { Action-Only }—\

Act 1: Search[Apple Remote]

Answer: iPod x
4

L Obs 1: The Apple Remote is a

f{ Reason-Only (CoT)

}\ remote control ..

Thought: Let's think step Act 2: Search|[Front Row]

by step. Apple Remote was Obs 2: Could not find [Front
originally designed to Row]. Similar: ..

interact with Apple TV.

Apple TV can be controlled Act 3: Search|[Front Row

by iPhone, iPad, and iPod (software) ]

Touch. So the answer is Obs 3: Front Row is a
iPhone, iPad, and iPod discontinued media center
Touch. software ..

Answer: iPhone, iPad, iPod

- | ReAct (Reason + Action) ]

Thought 1: I need to search Apple Remote and find the
program it was originally designed to interact with.

Act 1: Search[Apple Remote]

Obs 1: The Apple Remote is a remote control introduced in
October 2005 by Apple .. originally designed to control the
Front Row media center | program ..

Thought 2: Apple Remote was originally designed to control
the Front Row media center program. I need to search Front
Row next and find what other device can control it.

Act 2: Search[Front Row]

Obs 2: Could not find [Front Row]. Similar: ['Front Row
Seat to Earth', 'Front Row Motorsports',' FEFront Row
(software) ', ..]

Thought 3: Front Row is not found. I need to search Front
Row (software)

Act 3: Search[Front Row (software) ]

Obs 3: Front Row is a discontinued media center software ..

Thought 4: Front Row (software) is controlled by an Apple
Remote or the keyboard function keys. So the saswer is
keyboard function keys.

Act 4: Finish[yes] )(
\ﬁouch b

. JIEN

Act 4: Finish[keyboard function keys ] \//
J

Online M.S. in Al

References: Yao, S., et al., 2023. ReAct: Synergizing Reasoning and Acting in Language Models. In International Conference on Learning Representations (ICLR).
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» Combining Memory, Planning and Action:
ReAct Procedure

Tool Description (Loaded

into Agent’s Vlemory) Step 1: Generate
toc{)ls = [ Thought
P e Input Sequence Input Sequence
on": "scans e ( . \
o addl‘eszh, SyStem. YOU are an System:
automated PenTesting
assistant. Tools available: User:
i L] J ——
system for scalr?ning, Ve ~N Thlnk:l
y STl User: What is the port | need a toot
"r’"equir‘ed”: ["ipAddr"] 445 service for to scan IP

A

3

import subprocess

def nmap_scan(ipAddr):

return subprocess.
sudo nmap -sS {ipAddr}",

)

Too Code

What is the port
445 service for
45.33.32.1567

Step 2:
Invoke Tool

Python environment
runs nmap_scan with
45.33.32.156 as input

Tool Invocation:

nmap_scan",

3 ¥45,33.32.1561 *

Input Sequence

System:

User:

Think:

[ Tool Output:
{

"action": {

Service is
microsoft-ds

nmap_scan :
function \\
result
Step 4: Add
to Input

Step 3: Observe
Results

Online M.S. in Al
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{'_ZSINGLE-AGENT' AVOIDABLE OVERLOAD )

. M |

MOBILE nsvuczs
% DATABASES

» Single AAl agents can handle tasks that are e o Y\ -
« ONE AGENT TRIES TO (RS 7

normally too complicated for standard LLMs. Gt (fm

* MISSES VULNERABILITIES

i Multi-Agent Systems

» Multi-Agent AAl systems can handle an even ( MULTI-AGENT: ¢ spscmuzsg EFFECTIVENESS |
more complicated task by decomposing it e r o oK !!]
into sub-tasks and assigning each to - REDUGED OVERLOHD

* COMPREHENSIVE COVERAGE

specialized agents.

» Reduces the cognitive load for individual agents,
resulting in better performance.

NETWORK SECURITY 7 WEB APP : MOBILE DEVICE PHYSICAL ? CLOUD

» Consider: Most PenTesters specialize in SPEGALST VU MAPPAWST MR
. .c ) =5 N
certain areas and test for specific typesof & ®© SISONCIO ®s@

vulnerabilities. gg&j \

SECURE SYSTEM



i Multi-Agent Systems

» Multi-Agent AAl systems can be categorized based on how their different
agents interact with each other (Orchestration):

» Static Orchestration: Fixed number of agents that communicate in a set routine.

» Dynamic Orchestration: An orchestration agent handles task decomposition, inter-
agent communications, and new agent creation.

STATIC ORCHESTRATION DYNAMIC ORCHESTRATION

* FIXED NUMBER OF
AGENTS

* COMMUNICATE IN A

@ @ @ * AN ORCHESTRATION

AGENT HANDLES:
» Task Decomposition

SET ROUTINE > Inter-agent
» Routine is usually set & » New Agent Creation
manually by Al Orihestroson * FEATURES:
@ engineers » A(Ijlows ;cir increased
x an » Used for known, adaptability
N @) e mission-critical tasks @ » May result in
() unexpected behaviors
. G J
=| KEY DIFFERENCES )
* P - — 772
. O(ﬂ':r’o & vs (@) li-‘@ Vs G
PREDICTABILITY vs ADAPTABILITY

MANUAL DESIGN vs AGENT-LED CONTROL  SET ROUTINE vs DYNAMIC ASSIGNMENT

References: Abou Ali, M., Dornaika, F. and Charafeddine, J., 2025. Agentic Al: a comprehensive survey of architectures, applications, and future directions. Artificial Intelligence Review, 59(1), p.11.

Online M.S. in Al



Static Orchestration: Context Management

Almost a 2x increase for just
one user prompt with a simple
CoT system prompt and no
RAG or tool definitions!

» With few-shot examples, RAG injections,
reasoning thoughts, and tool definitions, an

agent’s input sequence can rapidly increase.

» Size of input sequences can reach thousands of
tokens, especially for multi-turn conversations.

» LLMs have fixed context windows and cannot

40 Tokens WP 73 Tokens
Input Sequence Input Sequence
(" System: A é System: A
You are an automated You are an automated
PenTesting assistant. PenTesting assistant.
\_ ) \. THINKOUTLOUD )

e A
User: | scanned a web
directory and found an

% env.bak file in root

ingest sequences that are longer than it.
» ChatGPT-5.5 has a ~400K token context window
» Claude Opus 4.6 has a ~1 million token context window
» Gemini 2.5 Pro has a ~2 million token context window

e ~N
User: | scanned a web
directory and found an
env.bak file in root

(Think: A .env file can have)
| sensitive information

(Think: The .bak extension)
| /ndicates a backup file.

(" Think: Web admins can )

forget to sect!rc w2zkup

__ files. | =

27



- Static Orchestration: Context Management

» To save on sequence length, AAl agents employ another agent as a memory
manager to compress the input sequence.

» Memory managers summarize
long input sequences into two
types of memory:

» Long-Term Memory: Knowledge that
should be incorporated into how the
agent approach future problems.

» Short-Term Memory: Knowledge
specific to this conversation.

References:

Input Sequence

4 System: )
You are an automated
PenTesting assistant.

\_ THINKOUTLOUD )

s N
User: | scanned a web

directory and found an
env.bak file in root

| sensitive information

(Think: The .bak extension)
| /ndicates a backup file. )

(" Think: Web admins can
forget to secure backup

(Think: A .env file can have \

Memory
Manager
Agent

—>

©®

( Long-Term

Memory:

Compressed Input Sequence

4 System: )
You are an automated
PenTesting assistant.

Pay attention
to backup

\ files Y,
( Short-Term )

Memory:

{Pay attention to backup files|)

User: | scanned a web
directory and found an
env.bak file in root

J

( Think]env.bak file may have

env.bak file
may have

sensitive data.

\ & J

\sensitive data/

S files.

—

Orchestration (Staticj:

User - Agent - Memory Manager - Update Sequence

* Xu, W, Liang, Z., Mei, K., Gao, H., Tan, J. and Zhang, Y., 2026. A-mem: Agentic memory for lIm agents. Advances in Neural Information Processing Systems, 38,

pp.17577-17604.

* Shinn, N., Cassano, F., Gopinath, A., Narasimhan, K. and Yao, S., 2023. Reflexion: Language agents with verbal reinforcement learning. Advances in neural information

processing systems, 36, pp.8634-8652.

28




Static Orchestration: Automatic Prompt
Refinement

» AAl systems need to respond and adapt to complex environments autonomously.

» Would you like your new hire to ask you questions for every new PenTesting situation they
find themselves in?

» Instead, the new hire should learn from his mistakes and update his approach to PenTesting
accordingly on his own!

» Recall: AllAl models optimize by autonomously adjusting their parameters to
minimize a loss function (mistake) via mathematical algorithms.

» However, AAl’s “parameters” are its system prompts, which are textual. Al models have
numeric parameters (ANN’s weights, K-mean’s centroid coordinates, etc.).
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Static Orchestration: Automatic Prompt
Refinement

» How can we automatically adjust system prompts to optimize an agent’s
outputs (also textual)?

» Fortunately, we have a mathematical algorithm that inputs and outputs textual data:
other agents!

» Automatic Prompt Refinement (APR) leverages a multi-agent system to

improve one agent’s outputs by refining its system prompts with other agents.

» APR defines three agents:

» Actor Agent: Generates action based on user input and is the agent being optimized.

» Evaluator Agent: Critiques the Actor Agent’s system prompt based on the action’s
mistake.

» Reviser Agent: Rewrites the Actor Agents’s system prompt according to the Evaluatcy
Agent’s critique.

References: Shinn, N., Cassano, F., Gopinath, A., Narasimhan, K. and Yao, S., 2023. Reflexion: Language agents with verbal reinforcement learning. Advances in neural
information processing systems, 36, pp.8634-8652.
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Refinement

User Input:
Target: 192.168.1.50
running OpenSSH

8.2p1.

ge

Actor Agent

/ Initial Actor System \
Prompt:
Scan the target IP and

identify any service
versions that have

\known public exploits./

Evaluator Agent

/ Evaluator System\

Prompt:
Compare the
generated and correct
action. Identify the
system prompt’s key

mistakes and generate
Qconcise exlanatiory

4 N

The prompt assumes
that the only path to
entry is through a direct
version-based exploit. In

Reviser Agent

4 Reviser System )
Prompt:
Revise the system
prompt to address
the failure described

\ inthe /

reality, even secure
versions can be

compromised via weak

¥
(" Generated Action:
No immediate public
exploit found. Stop
\_ Scan. )

(" CorrectAction: )
No immediate public

exploit found. Test with
\_ credential spraying )

configuration or
credential brute-forcing

7" Static Orchestration: Automatic Prompt

Scan the target IP for
version exploits. If no
version exploits are

found, attempt to
identify
misconfigurations or test
for weak administrative

Orchestration (Static):

User - Actor - Evaluator > Reviser = Update Actor

References: Pryzant, R., Iter, D, Li, J., Lee, Y., Zhu, C. and Zeng, M., 2023, December. Automatic prompt optimization with “gradient descent” and beam search. In
Proceedings of the 2023 conference on empirical methods in natural language processing (pp. 7957-7968).

credentials

\

Replaces Actor Agent’s |
| Initial System Praript |

N o o — — — — s




'Dynamic Orchestration:
OpenClaw

» Dynamic Orchestration represent state-
of-the-art AAl systems.

» Exact orchestration mechanisms are an
active area of AAl research and outside the
scope of this class.

» For this class, we will focus on one of the
most prevalent AAl system with dynamic
orchestration: OpenClaw.

» OpenClaw is a multi-agent AAl framework
designed around continual operation.

» Many capabilities discussed are exhibited via
Markdown files (.md) that OpenClaw can
generate, edit, and delete as it runs.

(1 . EXTERNAL CHANNELS & ADAPTERS

————3 =Y REST API

«, 2] B O (3 Endpoints

CONVERTS INCOMING
USER INTERACTION COMMUNICATIONS (VOICE/TEXT) )

2. CENTRAL GATEWAY & ORCHESTRATOR

@@% S ROUTING ENGINE =% QUEUE

GES EXECUTION
MANAGEMENT RECEIVES, NORMALIZES BANA
FOR FILES & DECIDES ROUTES ORDER & AGENT TURNS

SANDBOX
S MANAGER
@l ISOLATES EXECUTIONS
IN DOCKER CONTAINERS

SKILL LOADER:
INJECTS SPECIALIZED
INSTRUCTIONS

CONT EXT—AWAR’E TASK ROUTING

" 3. SPECIALIZED AGENTS |

__ AGENT
- @a +
 Claude GPT Gemini

" BINDINGS: DYNAMICALLY
LINKS TASKS TO AGENT ID

| @_“—;’1 BE+
; Claude GPT Gemini

& BINDINGS

IT SUPPORT AGENT BRAIN MODEL BINDING

PERSONAL 7=
ASSISTANT | A\ (@)
AGENT Claude GPT Gemini| |

Claude GPT Gemm

DEVELOPER AGENT oo\ MODEL BINDING

g WORK AGLNT % >{g

l_ifth_GENT %}é |

KEEP THEIR BRAlNS ENTIRELY SEPARATE ) 32
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Dynamic Orchestration: OpenClaw

-

. . Orchestrator Agent
» USER.md: Stores context about the human user, including preferences and goals. €= .., rcad/edit all of

»  MEMORY.md: Stores persistent memory, patterns, and important facts. 4—/ Hiceslltos:
» IDENTITY.md: Specifies the agent's role, title, and organization /
» skill.md(s): Specialized sets of instructions for certain tasks =~ g ca"8enerate new

» Significant OpenClaw Markdown files:

4

»  SOUL.md: Defines the agent's personality, beliefs, voice, and core principles.

» OpenClaw requires LLMs with reasoning capabilities and follows the ReAct procedure.
Can create new

. agents/protocols as
»  TOOLS.md: Documents tools the agent can access. gy oed
» Dynamic Orchestration: /
»  AGENTS.md: Contains operational rules, security policies, and workflow conventions.
» HEARTBEAT.md: Defines scheduled, recurring tasks. Online M.S. in A

References: Steinberger, M., et al., 2026. OpenClaw documentation: Canonical technical reference for the open-source autonomous agent framework. OpenClaw. https://docs.openclaw.ai 33



https://docs.openclaw.ai/

Open-Source Agents

» A key aspect of OpenClaw agents is skills, or markdown files that contain a
system prompt for certain tasks.

» Skills are a mixture between Tool Use and RAG prompts.
» Each skill has a short description that the Orchestrator Agent parses.

» Depending on the situation, the Orchestrator Agent will inject the skill into an agent’s
system prompt, like RAG.

» While the Orchestrator Agent can generate new skills, humans still provide
the highest quality skills.

» These skills can easily be shared and integrated into your OpenClaw systems via
clawhub.ai

References: OpenClaw Project., 2026. ClawHub: The public skill registry and marketplace for open-source
autonomous agents. OpenClaw Foundation. https://clawhub.ai
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Open-Source Agents

ClawHub

self-improving agent

ClawHub

Phishi

GitHub integration

security soul

<

G

) signinwithGitHub

dashboard builder

) signinwith GitHub

&, Downloadzip

HEURISTIC_DETECTION.md

2 name: Heuristic Phishing Detection
3 description: Analyzes URLs using

heuristic algorithms to detect and
identify phishing threats in real
time.

5 # Overview

8 Heuristic Phishing Detection is a

security-focused API that analyzes
suspicious URLs to identify phishing
attacks and malicious links. Using
advanced heuristic algorithms, the
tool examines URL structure, domain
characteristics, and behavioral
patterns to determine threat
likelihood without relying solely on

blocklists.

160 This API is ideal for security

teams, email filtering systems,
browser extensions, and web
applications that need to protect
users from phishing campaigns. It
provides fast, accurate risk
assessment for URLs encountered in
emails, messages, search results,
and web content, enabling proactive
threat prevention before users
interact with malicious sites.

= rooT/

) SYSTEM_CONTEXT/

1 agents.md
| = | operational rules and
agent registry

198 soul.md
= | personality and values
core

_,% identity.md

name, emoji, avatar profile

user.md
—> g operator profile and
— ) preferences

) AGENT_INSTANCES/
) PHISH_DETECTOR/
L") PENTEST_AGENT/

3 0

PHISH_DETECTOR/

> memory.md
= | long-term
knowledge log

_ & tools.md
= | local capability map

and scripts

heartheat.md
— | scheduled tasks
—_J and automation

SKILLS & INSTRUCTIONS

® skill1l.md
= skill2.md
* Specific knowledge

n

ll_j skind.md

—{ d2mains

35



y

Open-Source Agents

» Clawhub.ai also shares plugins, or standardized
libraries for AAl tool use.

Sharing skills and plugins significantly lowers the
difficulty of implementing OpenClaw-based systems.
» Example personal use cases:
» Notes manager
» File organizer
» ttc.~———————+1—+1-—--——1-+--—-——"-"—----—--—- 8

» Example cybersecurity use cases:
» Risk + vulnerability assessment
» Generalized OSINT web crawler -
» Safeguarding against misalignment attacks

THE WALL STREET JOURNAL.

CIO JOURNAL

Here’s What OpenClaw Agents Are Doing
Today

Developers, executives and startups at Nvidia’s GTC event provided a glimpse
into how agent frameworks, built on orchestration platform OpenClaw, can be
used

By Isabelle Bousquette
March 18,2026 4:54 pm ET

ﬁ Aa ﬂ Listen (1min)

Nader Khalil, Nvidia’s director of developer tech, and Luke Wignall, director of technical product
marketing, at the Build-a-Claw tent at Nvidia’s GTC event in San Jose, Calif. ISABELLE BOUSQUETTE/WSJ

SAN JOSE, Calif.—The energy was electric inside a tent at Nvidia’s annual

GTC event, where developers and tech executives clamored around high-top
tables to experiment with OpenClaw.

The open-source Al agent orchestration system, which went viral in recent
weeks, became a key topic of Nvidia’s event. On Monday, CEO Jensen
Huang announced NemoClaw, a software development tool kit aimed at

making these OpenClaw agents enterprise-ready.

“The importance is profound. It’s the most popular open-source project in
the history of humanity,” he said.

At Nvidia’s on-site Build-a-Claw experience, technologj

“claws” for everything from road trip planning to job app -@
and content marketing. Nvidia executives were standing by t

t?:vs research
o hel
MAavarn Aawna arrtAamArnAtrn avantn annAd anan wlanm A ,-1

Online M.S. in Al
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Open-Source Agents (Examples)

ClawHub Q (») = " ClawHub

SKills 6.4« Plugins 1.6K

$ All categories Q $ All categories

Trending Most starred Featured Trending © Verified Updated

Sonoscli @steipete () WhatsApp @openclaw )
Control Sonos speakers (discover/status/play/volume/group). ' OpenClaw WhatsApp channel plugin for WhatsApp Web chats.

Gog @steipete () Matrix @openclaw (&)
Google Workspace CLI for Gmail, Calendar, Drive, Contacts, Sheets, and Docs. OpenClaw Matrix channel plugin for rooms and direct messages.

Github @steipete (& OpenClaw DeepSeek Provider @openclaw (%)
Interact with GitHub usingthe "'gh” CLI.Use ‘ghissue’, ghpr’, ghrun ... OpenClaw DeepSeek provider plugin

Weather @steipete &) Codex @openclaw (&)
Get current weather and forecasts (no APl key required). OpenClaw Codex app-server harness and model provider plugin with a...

Openai Whisper @steipete (&) OpenClaw Parallel Plugin @openclaw (%)
Local speech-to-text with the Whisper CLI (no APl key). OpenClaw Parallel web search plugin.




e Closed-Source Agents F

Codex

Your Al assistant for work.

» While OpenClaw is impressive, state-of-the-art
capabilities still lie with closed-source agents.

» Major Al providers also offer prebuilt AAl services:

’ . . . . . WI- > alveln %instacar| uolin
» Google’s Gemini can access/interact with your drive "% ‘e oot cuclingo - Vanta
files via RAG and Tool Use. Get work done faster

» OpenAl’s Codexis a general-purpose agent interfaced
with non-OpenAl tools.

» Anthropic’s Mythos is a pentesting agent good enough ™ ‘

to be banned as a national security threat

inad] then summarize the root cause, impacted customers,
n failures.
A\ Researc h Policy Commitments v Learn v  News Try Claude - Your research inventory issues, and recommended operational fixes.
z ns
assistant

Give Codex the files, notes, data,
Announcemen ts

decisions, and code behind the task.
It works from the actual materials

Statement on the US government directive oot
to suspend access to Fable 5 and Mythos 5 : :
Online M.S. In Al
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N Mixed-Source Agents

» Using closed-source agents could be expensive due to token costs from
larger and larger input sequences.

» Even open-source agents with closed-source LLM backends could get expensive fast

» Many AAl cybersecurity systems leverage Three years of cost evolution
a m IXtLI re Of ClOSEd-SO u rce p re m | u m 2oz One customer-service interaction, then and now roze
LLMs for difficult tasks and open-source f' B?Qr?e“;tratedagem
local models for simpler tasks. oo LB weT,

» Choosing which LLM to use for which tasks 30x Men servers
requires an Al4Cyber analyst who cost per task Ebmoents
understands the capabilities of each LLM R Ll
(Al) and the nature of the task itself o Eﬁ;
(Cybersecunty). Answer returned Answer returned

$0.04
Same workflow. New architecture. New economics.

References: Smith S., et al., 2026. Unlocking Agentic Value: A New Investment Discipline for the Agentic Era.
Ernst & Young. https://www.ey.com/en_us/insights/ai/agentic-ai-token-costs




Review Questions

» What enables AAl-based systems to bypass finetuning for task adaptation?

» What are the three central capabilities of an AAl agent? How does all three
interact with each other in the ReAct procedure?

» What are the two mission-critical tasks typically assigned to static
orchestration systems?

» How is OpenClaw designed for continual operation? How does this design
focus lead to open-source agents?
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4 Next Week

Deployment

NS

Online M.S. in Al
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